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Abstract—Due to the ever-increasing complexity of modern
communication networks, network operators are making tremen-
dous efforts on achieving objectives for the network to meet
the diversified requirements of many real-world applications.
However, network operators are repeatedly taking a lot of time
on some common tasks shared by different networks. In order
to reduce repetitive human efforts on network management, ad-
vanced machine learning paradigms, such as deep reinforcement
learning, has received numerous attention in the networking com-
munity. Nevertheless, it encounters great difficulty in transferring
learned policies to new environments, resulting in new model
training and testing for each changed environment setting. To
tackle this important issue, in this paper we propose a new
framework that is the first of its kind to enable an agent to have
transferable knowledge for network management, specifically,
for network path selection tasks. Through this framework, an
agent can efficiently learn and express the transferable network
knowledge for achieving task objectives. Extensive experimental
results show that the learned knowledge through the proposed
framework can realize some common objectives of path selection
tasks across different network environments. In addition, the
knowledge learned from one network task can significantly
improve the learning performance of another similar but different
task.

Index Terms—Path selection, Transfer learning, Causal learn-
ing, Theory-based causal induction, Bayesian inference

I. INTRODUCTION

Network is an important infrastructure for data communi-

cation. With the advancement of digital economy and society,

the surging number of network data and applications present

in modern computer and communication networks. In order

to make it stable and functioning in a healthy state, network

operators are spending a remarkable amount of time and

efforts on network management to achieve some objectives

for networks. However, certain objectives are common across

different networks, such as shortest path, deadlock free, and

minimum delay etc. Operators spend a lot of time to achieve

these goals repeatedly in different networks. Manual config-

urations (e.g., path selection) not only consume tremendous

human efforts, but also bring potential risks of network errors.

According to a recent Cisco statement [1], 95% of network

configuration changes are still performed manually, resulting

in much higher operational costs, i.e., 2 – 3 times higher than

the cost of the network itself. In order to reduce the risks of

network errors and alleviate the repetitive work of operators, it

is of paramount importance to develop an intelligent agent to

substitute humans for realizing common objectives of network

management tasks.

For autonomously achieving objectives, the most important

research is reinforcement learning [2] [3]. Its core idea is

to learn which action maximizes future reward expectations

based on the current state of the environment. It has achieved

remarkable results around playing games [4] [5] and de-

veloping robot behavior control strategies [6] [7]. Network

researchers also used this technique to solve network au-

tomation problems, such as virtual network embedding [8],

network functions virtulization and placement [9] [10], and

resource management in network slicing [11]. Nevertheless,

the majority of model-free reinforcement learning methods

still have great difficulties in transferring learned policies to

new environments [12]. As long as the critical elements in the

environment change, it becomes an entirely new environment.

Because the policies learned by the model-free reinforcement

learning agent are not transferable, the process of learning

needs to be repeated to re-learn an effective policy for the

new circumstance. As for the network, because the network

environment is dynamic and multiform, an agent need be able

to correctly achieve objectives under changing environment. In

other words, the knowledge that is required to autonomously

achieve the objectives of a network task, should be transferable

from one network circumstance/setting to another.

In this paper, we take the classic problem of path selection

[13] [14], such as routing configuration and load balancing,

as an example to study the ability of transferable knowledge

for autonomously achieving the objectives of network tasks.

Network routing or load balancing protocol is a set of rules

that determine how data are transmitted between network

nodes. With the diversification of network services, a vari-

ety of routing protocols and load balancing strategies have

been designed for different application requirements. These

protocols or strategies share some common objectives, such

as shortest path, deadlock free, and minimum delay. In the

following, we use the term network task to represent the

network management task (e.g., path selection) that has one

or more objectives.

Causality is an important factor of knowledge [15] [16].

Through constant interactions and experiments with a physi-

cal environment, humans refine the causal hypotheses about

the dynamic of the real world. In addition, humans have
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a remarkable ability to transfer causal knowledge between

environments governed by the same underlying mechanics

[17]. Inspired by the research of autonomous learning in

artificial intelligence, the transfer knowledge learning problem

can be viewed as a combination of instance-level associative

learning and abstract-level causal learning [18]. In this paper,

it is the first time that this theory is adapted to the network

environment, and based on this adaptation we propose a

new hierarchical framework for autonomously achieving the

objectives of network tasks. According to theory-based causal

induction and Bayesian inference, the proposed framework

is devised with three key components: Abstract-level Causal
Structure Learning representing prior knowledge for a net-

work task; Instance-level Subconstraints Learning determin-

ing which constraints are associated with a given network

task; Specific Causal Structure Learning combining the prior

knowledge and constraints learned from the network data by

virtue of Bayesian inference to obtain the casual structure of

the transferable knowledge.

The main contributions of this paper are threefold:

1) We devise a new knowledge hierarchical representation

and learning framework for autonomously achieving

the objectives of network tasks. Based on the idea of

Bayesian inference, the knowledge is divided into prior

knowledge and likelihood. In the prior knowledge part,

we devise an atomic schema and an abstract schema
to express the abstract casual structure for a network

task, called the top-down belief. In the likelihood part,

a set of constraints are derived to explain the likelihood

probability between the task objective and the network

data, called the bottom-up belief. Combining the beliefs

of the two parts, an agent is able to effectively learn

the knowledge of performing a network task from the

network data and encode it into the structural represen-

tation that will enable the autonomous achievement of

objectives of a network task.

2) In order to verify the effectiveness of the proposed

framework and the transferability of the knowledge,

we construct a learning environment with a real-world

wide area network topology. Running a path selection

algorithm on this topology can output the paths between

each pair of network nodes. We integrate the top-down

belief and the bottom-up belief to produce a highly

capable agent that learns the knowledge of generating

these paths. Then, we migrate the agent with the learned

knowledge into four new environments with different

network topologies. By comparing the paths output by

the original path selection algorithm and the agent,

extensive experimental results show that the agent is able

to autonomously complete the path selection task in a

new network environment. The learned causal structure

knowledge is transferable across different network set-

tings.

3) We also verify whether prior knowledge designed in

the proposed framework is beneficial for the agent

when learning a different but similar task. We perform

two different path selection tasks, one is the task of

finding the shortest path, and the other is the task of

performing load balancing. After learning the shortest

path task, the agent has a prior knowledge of the path

selection problem. Then, at the time that the agent

performs the load balancing task, we compare two cases

in the experiment, one is that the agent uses the prior

knowledge learned from the shortest path task, and

the other is that the agent does not have such prior

knowledge. Experimental results demonstrate that, using

prior knowledge, the agent needs less efforts to obtain

the causal structure knowledge in most episodes. This

proves that the prior knowledge structure designed in the

proposed framework has a certain level of universality

for learning similar tasks.

The remainder of this paper is organized as follows. Sec-

tion II presents the problem description. We elaborate the

knowledge hierarchical representation and learning framework

in Section III. Section IV verifies the effectiveness of the

proposed framework. Finally, Section V concludes this paper.

II. THE PROBLEM DESCRIPTION

Path selection is a classic routing or traffic engineering prob-

lem. For a concrete path selection problem, such as shortest

route, network operators have some objectives and code them

as technical constraints when searching for a suitable path.

The constraint is a set, which includes several subconstraints.

Each subconstraint is to achieve a certain objective.

For autonomous network path selection, the purpose of the

agent is to learn the structure of constraints, i.e., which subcon-

straints it includes, and the relationship between them. In the

following, we use causal structure to represent the structure

of constraints. The learned structure forms the knowledge of

the agent that can be used to autonomously complete the path

selection in any networks.

the last selected link 

the previously selected path

the candidate link the path before the last link.

Fig. 1. Schematic diagram

A. Causal structure

The causal structure, denoted as Ω, is formally defined

as a set of subconstraints: Ω = (ω1, · · · , ωk), where k is

the number of subconstraints ω. In this paper, we enumerate

three types of subconstraints: one is the set of restrictions

between the candidate link and the last selected link (e.g., they

must be connected), another is the set of restrictions between

the candidate link and the previously selected path (e.g., in

order to avoid loops, the candidate link is not overlapped

with the previously selected path), and the last one is the

set of restrictions between the candidate link and the network

operator’s intent on path performance (e.g., the path should be

the one with the shortest length or the one with the minimum
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Fig. 2. The hierarchical representation and learning framework for transfer-
able knowledge.

delay). To facilitate the understanding of the concepts, we

make a schematic diagram as shown in Fig. 1.

The above three types of subconstraints are defined

as three tuples, ωi = (μlast, υcandidate, η0), ωi =
(μhistory, υcandidate, η1), and ωi = (μmeasurement items, η2),
respectively, where μlast represents the last selected link. A

path is composed of links, and μhistory refers to an ordered set

of links of a path. υcandidate denotes the candidate link to be

selected, and μmeasurement items indicates the measurement

of link performance. η0 and η1 represent the relationship

between the first two items of each tuple. η2 is the requirement

of link performance.

The specific combination of these subconstraints constitutes

a causal structure. The agent selects the links according to

the ω at each time step. For example, (μlast, υcandidate, η0)
may describe that the candidate link must be connected to

the previously selected path. (μmeasurement items, η2) may

illustrate that the next selected link must meet the requirement

of the maximum bandwidth. These two subconstraints form

a sequential structure, which allows the agent to select the

link with the maximum bandwidth connected to the previously

selected path.

III. THE HIERARCHICAL REPRESENTATION AND

LEARNING FRAMEWORK

The design principles of the proposed framework come from

the theory-based causal induction and Bayesian inference. The

former expresses that the induction is the product of domain-

general statistical inferences guided by the domain-specific

prior knowledge, in the form of an abstract causal theory [19]

[20]. Combined with Bayesian inference, it can explain how to

learn the knowledge from data at the computational level [21].

For an agent, the hypothetical model of knowledge is regarded

as a causal structure. The proposed hierarchical representation

and learning framework is shown in Fig. 2. In what follows,

we elaborate this framework in terms of framework structure

and its associated computation details, respectively.

A. The structure of the framework

The framework consists of three parts from top to bottom,

namely, Abstract-level Causal Structure Learning, Specific

Causal Structure Learning, and Instance-level Subconstraints

Learning, as shown in Fig. 2.

1) Abstract-level Causal Structure Learning: This part fol-

lows the assumption that for a given path selection task,

all paths form a solution space, and the paths that satisfy

the task’s objectives form a target space. The solution space

contains the target space. The essence that an agent is able

to perform autonomous path selection is to use the learned

causal structure to obtain the target space from the solution

space. It can simply interpret that a causal structure can

make a subset of the solution space (subspace). A causal

structure consists of several subconstraints. Each subconstraint

corresponds to a subspace. The purpose of this part is to

provide the abstract causal structures with top-down beliefs

about how these subspaces form the target space for the given

network task.

We define two parameters, P and R. P attempts to answer

the question of what proportion of the target space is among

the subspaces confined by subconstraints, and R refers to the

question of what percentage of the subspaces derived from

subconstraints is among the target space. When P and R are

both equal to 1, it shows that the causal structure learned by the

agent can accurately obtain the target space. P and R provide

a theoretical support and measurement of the rationality of

the causal structure. It induces three kinds of basic structural

patterns (called atomic schema) of the causal structure, as

shown in Fig. 3.

a) Atomic schemas: The atomic schema represents the

basic structural pattern of subconstraints in the causal struc-

ture. The simplest atomic schema is a linear pattern, which

consists of multiple subconstraints connected in tandem, as



shown in Fig. 3(a). Note that there is a recursive relationship

between X , Y and Z from top to bottom. It means that the

top layer subconstraint X is to reduce the solution space of

the outermost box. The subconstraint Y of the next layer is

to reduce the space of the previous layer subconstraint X . In

this way, each subconstraint narrows down the solution space

step-by-step and approaches the target space, as illustrated by

the lower part of Fig. 3(a).

An effective causal structure needs to meet that the space

reduced by the subconstraint of each layer needs to contain the

target space completely. This means that the measurement R
of X , Y and Z must all be equal to 1. Moreover, the reduced

space of the next layer should be closer to the target space,

i.e., the measurement P of X , Y and Z should satisfy PX <
PY < PZ = 1.

As shown in Fig. 3(b), when X1 does not include all target

spaces, it needs to be supplemented by X2 in the same layer.

Therefore, the multiple-to-one pattern of causal structure is

introduced. The above analysis is also applicable to the third

pattern: one-to-multiple, as shown in Fig. 3(c)
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Fig. 3. The three types of atomic schemas

b) Abstract schemas: The abstract schema is a set of

variants induced by the atomic schema. Each abstract schema

can correspond to one of the three atomic schemas by cal-

culating the shortest edit distance [22]. An abstract schema

expresses the number and the arrangement of subconstraints

provided by a network task, but there is no specific form

of instantiating subconstraints. As shown in Fig. 2, in the

abstract schema, N0, . . . , Nn are placeholders, instead of spe-

cific subconstraints. Each placeholder can be instantiated as an

arbitrary subconstraint. The purpose of abstract schema is to

provide the top-down belief about the abstract causal structure

to the Specific Causal Structure Learning part. This belief can

be considered as a branch and bound condition to improve the

search efficiency when the Specific Causal Structure Learning

part searches for a causal structure.

2) Specific Causal Structure Learning: The Specific Causal

Structure Learning accepts the top-down belief representing

the abstract causal structure and the bottom-up belief denoting

the subconstraints learned from the network data, as shown

in the orange box of Fig. 2. Combining these two beliefs and

using Bayesian inference, the agent makes multiple attempts to

learn which combination of subconstraints is the correct causal

structure of a network task. When learning is completed, the

agent feeds back the correct structural information to Abstract-

level Causal Structure Learning so that it can update the belief

of the atomic schema and the abstract schema. The detailed

computation process of beliefs is elaborated in Section III-B3.

3) Instance-level Subconstraints Learning: In the Instance-

level Subconstraints Learning part, the agent learns instance-

level subconstraints ωi from the network data and puts them in

an instance-level subconstraints pool, as shown in the green

box of Fig. 2. The three green dotted boxes at the bottom

represent the likelihood of three types of subconstraints. The

subconstraints pool includes all subconstraints and their cor-

responding likelihood probabilities. The subconstraints in the

pool are provided to the Specific Causal Structure Learning

part to obtain the causal structure of the network task. The

details of calculating instance-level subconstraints ωi are il-

lustrated in Section III-B1.

B. The computation of beliefs

The belief of the agent comes from two calculation channels

of the framework, one is bottom-up belief which is recorded

as the ϕ theory, and the other is top-down belief which is

recorded as the λ theory, as shown by the green upward

arrow and the blue downward arrow, respectively, on the left-

hand side of Fig. 2. These two channels are for computing

beliefs and enabling the Specific Causal Structure Learning

part to search for the causal structure. In the following, we

will elaborate the calculation of bottom-up belief, top-down

belief, the integration of these two beliefs, and the top-down

belief update.

1) Bottom-up Belief: The agent first collects the bottom-

up beliefs from the Instance-level Subconstraints Learning

part. As mentioned in Section II-A, the framework has three

forms of subconstraints: ωi = (μlast, υcandidate, η0), ωi =
(μhistory, υcandidate, η1), and ωi = (μmeasurement items, η2).
There are seven elements, μlast, υcandidate, μhistory,

μmeasurement items, η0, η1 and η2 that can be considered as

random variables, and the agent should learn their probability

distribution.

In this paper, we have enumerated several common network

attributes, relations and intents. For example, the elements in

ζ∗ = {φ0, φ1, φ2, φ3, φ4, φ5} can refer to one node connected

by a link, the other node connected by the link, the length

of the path, link delay, link bandwidth, and link throughput,

respectively. We resort to the power set to allow an agent to

consider the impact of each combination of attributes on the

link selection. If we choose two attributes from ζ∗, i.e., ζ∗1 =
{φ0, φ1}, we use Powζ∗

1 to denote the power set of these two

attributes. The value range of random variables μlast, μhistory

and υcandidate is Powζ∗
1 . The value range of the random

variable μmeasurement items is the set {φ2, φ3, φ4, φ5}. η0 and

η1 describe the relationship between μlast and υcandidate, and

μhistory and υcandidate, respectively. In order to make sub-

constraint ωi = (μlast, υcandidate, η0) cover more cases, we

choose the most common relationship between μ and υ, i.e.,

equality μ = υ, inequality μ �= υ, true inclusion μ ⊂ υ, reverse

true inclusion μ ⊃ υ, and intersection μ∩υ, denoted by θ0, θ1,



θ2, θ3, θ4, respectively. The value range of the random variable

η0 is the set {θ0, θ1, θ2, θ3, θ4}. η1 records the number of times

that θi occurs in history. Therefore, corresponding to the above

five possible relationships, the value range of the random

variable η1 is the set {(θ0, n), (θ1, n), (θ2, n), (θ3, n), (θ4, n)}
showing n times occurrence of θi in history. In most cases, net-

work management tasks require the network quality-of-service

(QoS) to be maximum or minimum in the measurement. For

the sake of clarity of illustration, for each measurement item,

we consider two possible relationships, i.e., the minimum and

maximum values of a measurement item, denoted by θ5 and

θ6, respectively. Thus, the value range of the random variable

η2 is the set {θ5, θ6}.

As for ωi = (μlast, υcandidate, η0), the agent learns a

likelihood over which μlast, υcandidate and η0 are associated

with the instance-level subconstraints that induce the selected

paths in the network. In order to reduce the bias introduced by

a given distribution, the distribution of μlast, υcandidate and

η0 are modeled as multinomial distributions. Because dirichlet

distribution is the conjugate prior of multinomial distribution,

the parameters of multinomial distributions can be naturally

determined by a dirichlet distribution [23]. There are three

dirichlet distributions to maintain the beliefs regarding which

combination of subconstraints ωi = (μlast, υcandidate, η0) is

more likely to induce the selected paths. The above also

applies to ωi = (μhistory, υcandidate, η1). Thus, there are

three dirichlet distributions to maintain the beliefs about

which combination of ωi = (μhistory, υcandidate, η1) is part

of the causal structure. In ωi = (μmeasurement items, η2),
μmeasurement items and η2 are also encoded as the multi-

nomial distribution. Their parameters are sampled from the

dirichlet distribution. The agent maintains two beliefs about

ωi = (μmeasurement items, η2). In summary, there are eight

dirichlet distributions to maintain eight beliefs that are in-

volved in the three types of subconstraints, i.e., ωi =
(μlast, υcandidate, η0), ωi = (μhistory, υcandidate, η1), and

ωi = (μmeasurement items, η2).

Let ρ represent the selected paths in the network. The agent

computes the likelihood of causal structure by decomposing

them into subconstraints, as shown by Eq. (1).

p (ρ|Ω;ϕ) =
∏

ωi∈Ω

p (ρ|ωi;ϕ) (1)

When the agent learns ωi = (μlast, υcandidate, η0), ωi =
(μhistory, υcandidate, η1) and ωi = (μmeasurement items, η2),
p (ρ|ωi;ϕ) is formulated as Eqs. (2) – (4) respectively,

p (ρ|ωi;ϕ) ∝ p (ρ|μlast;ϕ) p (ρ|υcandidate;ϕ) p (ρ|η0;ϕ)
(2)

p (ρ|ωi;ϕ) ∝ p (ρ|μhistory;ϕ) p (ρ|υcandidate;ϕ) p (ρ|η1;ϕ)
(3)

p (ρ|ωi;ϕ) ∝ p (ρ|μmeasurement items;ϕ) p (ρ|η2;ϕ) (4)

This instance-level subconstraints likelihood encodes a

naive Bayesian prediction of how likely a given subconstraint

has occurred in the selected paths in history, without regarding

for a task structure. This Instance-level Subconstraints Learn-

ing part in Fig. 2 provides the agent with the basic knowledge

about which subconstraints are more likely to induce a path.
2) Top-down Belief: The agent learns abstract-level causal

structure to encode generalized abstract causal structure about

path selections tasks, which is invariant to different network

environments. The belief of each atomic schema p
(
gM ;λ

)
is

modeled as a multinomial distribution, whose parameters are

determined by a dirichlet distribution Dir(αM ). gM refers to

an atomic schema, and αM is the parameter vector whose

length is the number of atomic schemas. By sampling from

Dir(αM ), the atomic schema gMmax corresponding to the

maximum p
(
gM ;λ

)
is obtained. gMmax induces a series of iso-

morphic abstract schemas gA. The abstract schema represents

the number and the structure of subconstraints of the causal

structure, regardless of the specific form of subconstraints. Its

probability distribution is recorded as p
(
gA;λ

)
. The belief of

abstract schema is also modeled as a multinomial distribution.

By sampling from the corresponding dirichlet distribution

Dir(αA), where αA is the parameter vector whose length

is the number of abstract schemas, the agent gets the multi-

nomial distribution p
(
gA;λ

)
. The optimal abstract schema

gAmax, whose probability is the largest under p
(
gA;λ

)
, can

be obtained.
3) Combining Bottom-up Belief and Top-down Belief: In

the bottom-up belief, although the agent calculates which

subconstraints lead to the selected paths, the agent lacks the

logical structures among them. In the top-down belief, gAmax

provides the agent with a belief about the most likely abstract

causal structure of path selection tasks. When searching for the

causal structure Ω, gAmax is used as a benchmark to branch

and bound the search. The agent combines the bottom-up

belief provided by the instance-level knowledge and the top-

down belief given by the abstract causal structure, significantly

improving the efficiency of the agent to search in the space of

causal structures.
The above process can be formalized as the Bayesian

inference, as shown by Eq. (5).

p (Ω|ρ;λ, ϕ) ∝
|Ω|∏

j=1

p (ρ|ωi;ϕ) p
(
gA;λ

)
(5)

where p
(
gA;λ

)
is top-down belief and p (ρ|ωi;ϕ) is

bottom-up belief. |Ω| is the number of subconstraints contained

by Ω.
4) Belief Update: When the agent successfully finds the

causal structure, it is necessary to update the prior knowledge

of the agent, that is, the top-down belief. The way of update is

by changing the probability distribution of an atomic schema

and an abstract schema. The calculation process is presented

as follows.
According to the causal structure that has been searched,

the agent traces back to the source to find its isomorphic

abstract schema, and then it updates the dirichlet distribution.

p∗
(
gA;λ

)
is the updated distribution, and the agent uses it

to update the probability distribution of an atomic schema.

The agent backtracks to the atomic schema by calculating the

formula:



p
(
gM |gA) = 1

Z
exp(−D(gM , gA)) (6)

Z =
∑

gM∈χgM

exp(−D(gM , gA)) (7)

where χgM is the space of atomic schemas and D(gM , gA)
is computed as the minimal graph edit distance between the

atomic schema and the abstract schema. exp is the exponential

function based on natural constant e. Through this formula, if

the agent finds that the atomic schema gM∗ is most similar

one to the abstract schema structure, it updates the dirichlet

distribution.

IV. EXPERIMENTAL RESULTS AND ANALYSIS

In order to evaluate the effectiveness of the proposed

framework for autonomously achieving the objectives for path

selection tasks, we conduct extensive experiments to verify

the agent’s learning performance on subconstraints during

the training phase. Then, we migrate the agent to four new

networks with different network topologies, and let it find

the shortest paths and the load balancing paths between all

pairs of nodes to verify the agent’s ability of transferring

knowledge across different networks. Finally, we compare two

experiments, one with top-down belief and the other without

top-down belief, to assess the effect of top-down beliefs on the

performance of agent’s learning ability of the causal structure.

A. Experiments setup

Four network topology attribute files from The Internet

Topology Zoo [24] are obtained to validate the effectiveness

of the proposed solution. The NetworkX tool takes these files

as the input to generate a variety of paths, including those

with and without loops. We randomly select some paths and

remove their intermediate links to make them disconnected.

In this way, we construct our dataset, which includes both the

connected and disconnected paths and the paths with and with-

out loops. Besides, we randomly set bandwidth as the weight

for each link. The hardware environment of experiments is i5-

8265u CPU, 20GB memory and 512GB SSD. The software

environment is Ubuntu 18.04, Python 3.7 and NetworkX 2.4.

The experiment is divided into the training phase and

the testing phase for evaluating the framework’s ability of

knowledge transfer for autonomous path selection. In the

training phase, we implement the classic shortest path routing

algorithm [25] and load balancing algorithm [26] on the

network with a given topology to collect the target path

between any pair of nodes.1 The dataset of collected target

paths is denoted as Dtarget. At the same time, we implement

a common pathfinding algorithm [27] on the network with the

same topology to obtain all simple paths between any pair

of nodes, denoted by Dsp. That is, Dsp contains Dtarget,

i.e., Dtarget ⊂ Dsp. In addition, in order to introduce noisy

1For the sake of clarity of illustration, we choose classic algorithms as
examples for evaluation. It is worth noting that the proposed model framework
can be applicable to learn knowledge of any network protocols and algorithms.

data to assess the robustness of the proposed framework, we

implement a random path selection algorithm and obtain the

noisy “path” data, denoted by Dnoise. The paths in Dnoise

have loops and even false paths composed of disconnected

links. In brief, the training process is as follows. First, the

agent receives the data of Dtarget, Dsp and Dnoise. Second, it

analyzes the characteristics of Dtarget in the background data

Dsp ∪ Dnoise and infers the subconstraints. Third, it learns

the causal structure. This causal structure is the generation

model that can generate Dtarget from Dsp∪Dnoise. It is worth

noting that the agent does not know the specific algorithm

that is used to generate Dtarget. In the testing phase, we

migrate the agent to another four new network environments

to evaluate the framework’s ability of transferring the learned

causal structures across different networks.

(a) Equality μ = υ

(b) True inclusion μ ⊂ υ

Fig. 4. The agent’s learning performance on ωi = (μlast, υcandidate, η0)
with the proposed model.

Fig. 5. The agent’s learning performance on ωi =
(μhistory , υcandidate, η1) with the proposed model, η1: Equality
μ = υ.



B. Learning subconstraints
The results of learning subconstraints ωi =

(μlast, υcandidate, η0), are shown in Fig. 4, demonstrating

that the agent is capable of learning the specific combination

of subconstraints. The two sub-figures indicate the

representations of subconstraints in the two types of η0
relationships 2, as discussed in Section III-B1, corresponding

to the equality μ = υ and true inclusion μ ⊂ υ, respectively.

As shown in the sub-figure 4(a), the agent learns that the

subconstraint μlast : {φ1} = υcandidate : {φ0} shows a high

probability in the data. It means that the node φ0 connected

by the candidate link υcandidate is the same as the node

φ1 connected by the last selected link μlast. The agent

encodes the subconstraint ωi = (μlast, υcandidate, η0)
as μlast : {φ1} = υcandidate : {φ0}. Take a

look at another sub-figure 4(b), the subconstraint

μlast : {φ1} ⊂ υcandidate : {φ0, φ1} shows a high

probability. It means that one of the two nodes {φ0, φ1}
connected by the candidate link υcandidate should be the same

as the node {φ1} connected by the previous link μlast. The

agent encodes the subconstraint ωi = (μlast, υcandidate, η0)
as μlast : {φ1} ⊂ υcandidate : {φ0, φ1}. To facilitate the

understanding, its schematic diagram is shown in Fig. 6.

Subconstraints with a high probability indicate that the ωi

is learned by the agent. These two sub-figures illustrate the

common objectives for path selection tasks: when selecting

the next link in the network, the agent must ensure that this

link is connected to the previous one. The agent encodes this

common-sense knowledge from the perspectives of these two

relationships.
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Fig. 6. The sketch map of subconstrain μlast : {φ1} ⊂ υcandidate :
{φ0, φ1}.

The results of learning performance on ωi =
(μhistory, υcandidate, η1) are shown in Fig. 5. The

prominent column indicates that there is a subconstraint:

μhistory : {φ1} = υcandidate : {φ0}, times : 1. {φ1}
represents the set of nodes connected by the link that the

agent has selected before μhistory . When the agent selects the

next hop link υcandidate, the node {φ0} the link connects to

should occur only once in {φ1}. It only occurs once because

the next hop link is connected to the last link previously

selected, but has no connection to the path before the last

link. To facilitate the understanding, its schematic diagram

is shown in Fig. 7. It expresses a common object for path

seletion that the paths do not include loops.
When performing different path selection tasks, network

operators have different intentions for the path selection task.

2Note, due to space limitation, we only show the experiments for two types,
but the experiments for all five types are valid.
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Fig. 7. The sketch map of subconstrain μhistory : {φ1} = υcandidate :
{φ0}, times : 1.

These intentions are usually expressed as pursuing the path

to obtain the maximum or minimum value of a certain

performance metric. Fig. 8 shows the two intents grasped

by the agent. When the agent does not know the specific

path selection algorithm, it learns the intention of selecting

shortest paths from the network data, and judges that the data

are collected from the shortest path algorithm, as shown by

the solid line in the figure. In addition, the agent obtains the

intention of the path with the minimum delay from the data,

and draws the conclusion that the data was collected from the

load balancing algorithm. The agent encodes the knowledge

about the intent of path selection in the form of probability

distribution.

Fig. 8. The agent’s learning performance on ωi =
(μmeasurement items, η2) with the proposed model.

C. Knowledge transfer for the same task across different
networks

According to the experimental results conducted in Section

IV-B, the common objectives for path selection learned by an

agent can be summarized as follows:

1) When selecting the next link in the network, the agent

must ensure that this link is connected to the previous

one;

2) The path does not contain loops;

3) The intent of selecting the shortest paths;

4) The intent of selecting the path with the minimum delay.

The above 4 items are recorded as ω1, ω2, ω3, and ω4,

respectively. The agent learns the knowledge of ω1 and ω2.

ω3 is learned from the data provided by the shortest path

algorithm, and ω4 is learned from the data provided by the

load balancing algorithm.

With ω1, ω2 and ω3, the agent performs 300 random

attempts in the experiment. In each attempt, the purpose is to



(a) The agent’s atomic schema belief about finding the shortest paths

(b) The agent’s abstract schema belief about finding the shortest
paths

Fig. 9. The agent’s top-down belief of finding the shortest paths.

enable the agent to learn the belief of successfully executing

the task of finding the shortest path under different logical

relationships of ω1, ω2 and ω3. Fig. 9(a) shows the agent’s

atomic schema belief about finding the shortest paths. The

experimental results illustrate that the linear structure has the

highest belief. Under the guidance of this belief, the agent

believes that the linear logical relationship is most likely to

successfully perform the task of finding the shortest path.

Since the linear structure shows the strongest belief, we only

reveal the experimental results of the abstract schema induced

by the linear structure, as shown in Fig. 9(b). The abscissa

in the figure represents the specific causal structure, and the

numbers 1, 2, and 3 denote ω1, ω2, and ω3, respectively.

Experimental results show that [1, 2, 3] has the biggest belief,

which means that in the agent’s belief, the causal structure of

finding the shortest path task is the sequential structure: ω1 ⇒
ω2 ⇒ ω3.

In order to verify that the knowledge learned by the agent

is transferable, we set up four different network topology

environments, namely IBM network topology, CWIX network
topology, BT Europe network topology, and Darkstrand net-
work topology. Fig. 10 shows that the agent uses its belief

to execute the causal structure ω1 ⇒ ω2 ⇒ ω3 in four

network topological environments to find the shortest path.

The abscissa in the figure represents the three steps that the

agent completes searching for the shortest path. The first step,

ω1, is to find all the connected paths in the network. The

second step, ω1 ⇒ ω2, is to remove those paths with loops

based on the first step. Finally, in the third step, ω1 ⇒ ω2 ⇒
ω3, the agent selects the shortest path by comparing the length

(hops) of the path. Note that in each step, the measurement

R is equal to 1, indicating that the agent has not missed any

shortest paths in the network. Moreover, the measurement P
is improved step by step, demonstrating that the paths selected

by the agent at each step are becoming more in line with the

requirements of the shortest paths. In the last step, both the R
and the P are equal to 1, showing that the agent finds all the

shortest paths accurately without any wrong paths.

D. Knowledge transfer for the different but similar tasks
Both the shortest path and the load balancing belong to the

path selection problem. The structure of them share a certain

similarity. In this section, we will evaluate the effectiveness

of our proposed framework on using prior knowledge of

performing a network task to improve the performance of

learning to carry out a different but similar task. To achieve this

purpose, we conduct the following experiments. After learning

the shortest path task, the agent has a priori knowledge of

the path selection. We make another experiment to verify

whether the a priori knowledge learned by the agent from

the shortest path task can enable the agent to learn the load

balancing task more effectively. When the agent learns the

load balancing task, we compare two cases, one is that the

agent possesses the prior knowledge learned from the shortest

path task, and the other is that the agent does not have such

prior knowledge. In Fig. 11, experimental results demonstrate

that, using prior knowledge, the agent needs less attempts to

obtain the causal structure in most episodes. This proves that

the prior knowledge learned through our model has a certain

universality for a similar but different task.

E. Remarks
Through the above experiments, it is verified that using the

hierarchical architecture we proposed in this paper, the causal

structure learned by the agent has the ability of transfer, and

the a priori belief of atomic schema and abstract schema is

beneficial in the event of learning similar but different tasks

for path selection. Using prior knowledge for the discovery of

other network management tasks will continue to be studied

in our future work.

V. CONCLUSION

In this paper, we leveraged theory-based causal induction

and Bayesian inference to design a new knowledge represen-

tation and learning framework for network automation. The

proposed framework can enable an agent to have transferable

knowledge across different network environments. This frame-

work integrated the top-down prior knowledge and bottom-up

likelihood learning. Through our framework, agents can effec-

tively learn and express the transferable network knowledge.

Using a classic network path selection task as an example,

extensive experimental results showed that the knowledge

learned by an agent through the proposed framework can real-

ize autonomous path selection, according to network operator’s

intents, in different network environments. We also verified

through experiments that after learning a network task, the

prior knowledge learned is conducive for the agent to learn a

similar but different task.



(a) IBM network topology (b) CWIX network topology (c) BT Europe network topology (d) Darkstrand network topology

Fig. 10. Transfer learning performance of finding the shortest paths

Fig. 11. The performance of the agent when learning load balancing tasks,
with and without prior knowledge learned from the shortest path task.
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and orchestration of virtual network functions via deep reinforcement
learning,” IEEE Journal on Selected Areas in Communications, vol. 38,
no. 2, pp. 304–317, 2020.

[11] Y. Hua, R. Li, Z. Zhao, X. Chen, and H. Zhang, “Gan-powered
deep distributional reinforcement learning for resource management in
network slicing,” IEEE Journal on Selected Areas in Communications,
vol. 38, no. 2, pp. 334–349, 2020.

[12] K. Kansky, T. Silver, D. A. Mely, M. Eldawy, M. Lazarogredilla, X. Lou,
N. Dorfman, S. Sidor, S. Phoenix, and D. George, “Schema networks:
Zero-shot transfer with a generative causal model of intuitive physics,”
arXiv: Artificial Intelligence, 2017.

[13] H. Ahmadi, J. S. Chen, C. S. Chow, R. Guerin, L. Gun, A. M. Lee, and
T. E. Tedijanto, “Methods and apparatus for optimum path selection in
packet transmission networks,” 1993.

[14] F. Kuipers, P. V. Mieghem, T. Korkmaz, and M. Krunz, “An overview
of constraint-based path selection algorithms for qos routing,” IEEE
Communications Magazine, vol. 40, no. 12, pp. 50–55, 2003.

[15] N. R. Bramley, T. Gerstenberg, J. B. Tenenbaum, and T. M. Gureckis,
“Intuitive experimentation in the physical world,” Cognitive psychology,
vol. 105, pp. 9–38, 2018.

[16] Y. Zhu, T. Gao, L. Fan, S. Huang, M. Edmonds, H. Liu, F. Gao,
C. Zhang, S. Qi, Y. Wu et al., “Dark, beyond deep: A paradigm shift
to cognitive ai with humanlike common sense,” IEEE Trans. on Pattern
Analysis and Machine Intelligence (TPAMI), vol. 42, no. 1, pp. 27–45,
2020.

[17] M. Edmonds, J. Kubricht, C. Summers, Y. Zhu, B. Rothrock, S.-C. Zhu,
and H. Lu, “Human causal transfer: Challenges for deep reinforcement
learning.” in CogSci, 2018.

[18] M. Edmonds, X. Ma, S. Qi, Y. Zhu, H. Lu, and S.-C. Zhu, “Theory-
based causal transfer: Integrating instance-level induction and abstract-
level structure learning,” in Proceedings of the AAAI Conference on
Artificial Intelligence, 2020.

[19] T. L. Griffiths and J. B. Tenenbaum, “Structure and strength in causal
induction.” Cognitive Psychology, vol. 51, no. 4, pp. 334–384, 2005.

[20] ——, “Theory-based causal induction.” Psychological Review, vol. 116,
no. 4, pp. 661–716, 2009.

[21] J. B. Tenenbaum, T. L. Griffiths, and C. Kemp, “Theory-based bayesian
models of inductive learning and reasoning.” Trends in Cognitive Sci-
ences, vol. 10, no. 7, pp. 309–318, 2006.

[22] K. Riesen and H. Bunke, “Approximate graph edit distance computation
by means of bipartite graph matching,” Image & Vision Computing,
vol. 27, no. 7, pp. 950–959, 2009.

[23] B. A. Frigyik, A. Kapila, and M. R. Gupta, “Introduction to the dirichlet
distribution and related processes,” spokesman review.

[24] S. Knight, H. Nguyen, N. Falkner, R. Bowden, and M. Roughan, “The
internet topology zoo,” Selected Areas in Communications, IEEE Journal
on, vol. 29, no. 9, pp. 1765 –1775, october 2011.

[25] J. Garcia-Luna-Aceves, “A distributed, loop-free, shortest-path routing
algorithm,” in IEEE INFOCOM ’88,Seventh Annual Joint Conference of
the IEEE Computer and Communcations Societies. Networks: Evolution
or Revolution?, 1988, pp. 1125–1137.

[26] K. Gopalan, Tzi-cker Chiueh, and Yow-Jian Lin, “Load balancing rout-
ing with bandwidth-delay guarantees,” IEEE Communications Magazine,
vol. 42, no. 6, pp. 108–113, 2004.

[27] J. J. Garcia-Luna-Aceves and S. Murthy, “A path-finding algorithm for
loop-free routing,” IEEE/ACM Transactions on Networking, vol. 5, no. 1,
pp. 148–160, 2002.



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /All
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.6
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.1000
  /ColorConversionStrategy /sRGB
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams false
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo false
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Remove
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
    /AgencyFB-Bold
    /AgencyFB-Reg
    /Algerian
    /Arial-Black
    /Arial-BoldItalicMT
    /Arial-BoldMT
    /Arial-ItalicMT
    /ArialMT
    /ArialNarrow
    /ArialNarrow-Bold
    /ArialNarrow-BoldItalic
    /ArialNarrow-Italic
    /ArialRoundedMTBold
    /Bahnschrift
    /BaskOldFace
    /Bauhaus93
    /BellMT
    /BellMTBold
    /BellMTItalic
    /BerlinSansFB-Bold
    /BerlinSansFBDemi-Bold
    /BerlinSansFB-Reg
    /BernardMT-Condensed
    /BlackadderITC-Regular
    /BodoniMT
    /BodoniMTBlack
    /BodoniMTBlack-Italic
    /BodoniMT-Bold
    /BodoniMT-BoldItalic
    /BodoniMTCondensed
    /BodoniMTCondensed-Bold
    /BodoniMTCondensed-BoldItalic
    /BodoniMTCondensed-Italic
    /BodoniMT-Italic
    /BodoniMTPosterCompressed
    /BookAntiqua
    /BookAntiqua-Bold
    /BookAntiqua-BoldItalic
    /BookAntiqua-Italic
    /BookmanOldStyle
    /BookmanOldStyle-Bold
    /BookmanOldStyle-BoldItalic
    /BookmanOldStyle-Italic
    /BookshelfSymbolSeven
    /BradleyHandITC
    /BritannicBold
    /Broadway
    /BrushScriptMT
    /Calibri
    /Calibri-Bold
    /Calibri-BoldItalic
    /Calibri-Italic
    /Calibri-Light
    /Calibri-LightItalic
    /CalifornianFB-Bold
    /CalifornianFB-Italic
    /CalifornianFB-Reg
    /CalisMTBol
    /CalistoMT
    /CalistoMT-BoldItalic
    /CalistoMT-Italic
    /Cambria
    /Cambria-Bold
    /Cambria-BoldItalic
    /Cambria-Italic
    /CambriaMath
    /Candara
    /Candara-Bold
    /Candara-BoldItalic
    /Candara-Italic
    /Candara-Light
    /Candara-LightItalic
    /Castellar
    /Centaur
    /Century
    /CenturyGothic
    /CenturyGothic-Bold
    /CenturyGothic-BoldItalic
    /CenturyGothic-Italic
    /CenturySchoolbook
    /CenturySchoolbook-Bold
    /CenturySchoolbook-BoldItalic
    /CenturySchoolbook-Italic
    /Chiller-Regular
    /ColonnaMT
    /ComicSansMS
    /ComicSansMS-Bold
    /ComicSansMS-BoldItalic
    /ComicSansMS-Italic
    /Consolas
    /Consolas-Bold
    /Consolas-BoldItalic
    /Consolas-Italic
    /Constantia
    /Constantia-Bold
    /Constantia-BoldItalic
    /Constantia-Italic
    /CooperBlack
    /CopperplateGothic-Bold
    /CopperplateGothic-Light
    /Corbel
    /Corbel-Bold
    /Corbel-BoldItalic
    /Corbel-Italic
    /CorbelLight
    /CorbelLight-Italic
    /CourierNewPS-BoldItalicMT
    /CourierNewPS-BoldMT
    /CourierNewPS-ItalicMT
    /CourierNewPSMT
    /CurlzMT
    /DejaVuSansMono
    /DejaVuSansMono-Bold
    /DejaVuSansMono-BoldOblique
    /DejaVuSansMono-Oblique
    /DengXian
    /DengXian-Bold
    /DengXian-Light
    /Dubai-Bold
    /Dubai-Light
    /Dubai-Medium
    /Dubai-Regular
    /Ebrima
    /Ebrima-Bold
    /EdwardianScriptITC
    /Elephant-Italic
    /Elephant-Regular
    /EngraversMT
    /ErasITC-Bold
    /ErasITC-Demi
    /ErasITC-Light
    /ErasITC-Medium
    /Euclid
    /Euclid-Bold
    /Euclid-BoldItalic
    /EuclidExtra
    /EuclidExtra-Bold
    /EuclidFraktur
    /EuclidFraktur-Bold
    /Euclid-Italic
    /EuclidMathOne
    /EuclidMathOne-Bold
    /EuclidMathTwo
    /EuclidMathTwo-Bold
    /EuclidSymbol
    /EuclidSymbol-Bold
    /EuclidSymbol-BoldItalic
    /EuclidSymbol-Italic
    /FangSong
    /FelixTitlingMT
    /FencesPlain
    /FootlightMTLight
    /ForteMT
    /FranklinGothic-Book
    /FranklinGothic-BookItalic
    /FranklinGothic-Demi
    /FranklinGothic-DemiCond
    /FranklinGothic-DemiItalic
    /FranklinGothic-Heavy
    /FranklinGothic-HeavyItalic
    /FranklinGothic-Medium
    /FranklinGothic-MediumCond
    /FranklinGothic-MediumItalic
    /FreestyleScript-Regular
    /FrenchScriptMT
    /FZSTK--GBK1-0
    /FZYTK--GBK1-0
    /Gabriola
    /Gadugi
    /Gadugi-Bold
    /Garamond
    /Garamond-Bold
    /Garamond-Italic
    /Georgia
    /Georgia-Bold
    /Georgia-BoldItalic
    /Georgia-Italic
    /Gigi-Regular
    /GillSansMT
    /GillSansMT-Bold
    /GillSansMT-BoldItalic
    /GillSansMT-Condensed
    /GillSansMT-ExtraCondensedBold
    /GillSansMT-Italic
    /GillSans-UltraBold
    /GillSans-UltraBoldCondensed
    /GloucesterMT-ExtraCondensed
    /GoudyOldStyleT-Bold
    /GoudyOldStyleT-Italic
    /GoudyOldStyleT-Regular
    /GoudyStout
    /Haettenschweiler
    /HarlowSolid
    /Harrington
    /HighTowerText-Italic
    /HighTowerText-Reg
    /HoloLensMDL2Assets
    /Impact
    /ImprintMT-Shadow
    /InformalRoman-Regular
    /InkFree
    /JavaneseText
    /Jokerman-Regular
    /JuiceITC-Regular
    /KaiTi
    /KristenITC-Regular
    /KunstlerScript
    /LatinWide
    /Leelawadee
    /LeelawadeeBold
    /Leelawadee-Bold
    /LeelawadeeUI
    /LeelawadeeUI-Bold
    /LeelawadeeUI-Semilight
    /LiSu
    /LucidaBright
    /LucidaBright-Demi
    /LucidaBright-DemiItalic
    /LucidaBright-Italic
    /LucidaCalligraphy-Italic
    /LucidaConsole
    /LucidaFax
    /LucidaFax-Demi
    /LucidaFax-DemiItalic
    /LucidaFax-Italic
    /LucidaHandwriting-Italic
    /LucidaSans
    /LucidaSans-Demi
    /LucidaSans-DemiItalic
    /LucidaSans-Italic
    /LucidaSans-Typewriter
    /LucidaSans-TypewriterBold
    /LucidaSans-TypewriterBoldOblique
    /LucidaSans-TypewriterOblique
    /LucidaSansUnicode
    /Magneto-Bold
    /MaiandraGD-Regular
    /MalgunGothic
    /MalgunGothicBold
    /MalgunGothic-Semilight
    /Marlett
    /MaturaMTScriptCapitals
    /MicrosoftHimalaya
    /MicrosoftJhengHeiBold
    /MicrosoftJhengHeiLight
    /MicrosoftJhengHeiRegular
    /MicrosoftJhengHeiUIBold
    /MicrosoftJhengHeiUILight
    /MicrosoftJhengHeiUIRegular
    /MicrosoftNewTaiLue
    /MicrosoftNewTaiLue-Bold
    /MicrosoftPhagsPa
    /MicrosoftPhagsPa-Bold
    /MicrosoftSansSerif
    /MicrosoftTaiLe
    /MicrosoftTaiLe-Bold
    /MicrosoftUighur
    /MicrosoftUighur-Bold
    /MicrosoftYaHei
    /MicrosoftYaHei-Bold
    /MicrosoftYaHeiLight
    /MicrosoftYaHeiUI
    /MicrosoftYaHeiUI-Bold
    /MicrosoftYaHeiUILight
    /Microsoft-Yi-Baiti
    /MingLiU-ExtB
    /Ming-Lt-HKSCS-ExtB
    /Mistral
    /Modern-Regular
    /MongolianBaiti
    /MonotypeCorsiva
    /MS-Gothic
    /MSOutlook
    /MS-PGothic
    /MSReferenceSansSerif
    /MSReferenceSpecialty
    /MS-UIGothic
    /MT-Extra
    /MTExtraTiger
    /MVBoli
    /MyanmarText
    /MyanmarText-Bold
    /NiagaraEngraved-Reg
    /NiagaraSolid-Reg
    /NirmalaUI
    /NirmalaUI-Bold
    /NirmalaUI-Semilight
    /NSimSun
    /OCRAExtended
    /OldEnglishTextMT
    /Onyx
    /PalaceScriptMT
    /PalatinoLinotype-Bold
    /PalatinoLinotype-BoldItalic
    /PalatinoLinotype-Italic
    /PalatinoLinotype-Roman
    /Papyrus-Regular
    /Parchment-Regular
    /Perpetua
    /Perpetua-Bold
    /Perpetua-BoldItalic
    /Perpetua-Italic
    /PerpetuaTitlingMT-Bold
    /PerpetuaTitlingMT-Light
    /Playbill
    /PMingLiU-ExtB
    /PoorRichard-Regular
    /Pristina-Regular
    /RageItalic
    /Ravie
    /Rockwell
    /Rockwell-Bold
    /Rockwell-BoldItalic
    /Rockwell-Condensed
    /Rockwell-CondensedBold
    /Rockwell-ExtraBold
    /Rockwell-Italic
    /ScriptMTBold
    /SegoeMDL2Assets
    /SegoePrint
    /SegoePrint-Bold
    /SegoeScript
    /SegoeScript-Bold
    /SegoeUI
    /SegoeUIBlack
    /SegoeUIBlack-Italic
    /SegoeUI-Bold
    /SegoeUI-BoldItalic
    /SegoeUIEmoji
    /SegoeUIHistoric
    /SegoeUI-Italic
    /SegoeUI-Light
    /SegoeUI-LightItalic
    /SegoeUI-Semibold
    /SegoeUI-SemiboldItalic
    /SegoeUI-Semilight
    /SegoeUI-SemilightItalic
    /SegoeUISymbol
    /ShowcardGothic-Reg
    /SimHei
    /SimSun
    /SimSun-ExtB
    /SitkaBanner
    /SitkaBanner-Bold
    /SitkaBanner-BoldItalic
    /SitkaBanner-Italic
    /SitkaDisplay
    /SitkaDisplay-Bold
    /SitkaDisplay-BoldItalic
    /SitkaDisplay-Italic
    /SitkaHeading
    /SitkaHeading-Bold
    /SitkaHeading-BoldItalic
    /SitkaHeading-Italic
    /SitkaSmall
    /SitkaSmall-Bold
    /SitkaSmall-BoldItalic
    /SitkaSmall-Italic
    /SitkaSubheading
    /SitkaSubheading-Bold
    /SitkaSubheading-BoldItalic
    /SitkaSubheading-Italic
    /SitkaText
    /SitkaText-Bold
    /SitkaText-BoldItalic
    /SitkaText-Italic
    /SnapITC-Regular
    /STCaiyun
    /Stencil
    /STFangsong
    /STHupo
    /STKaiti
    /STLiti
    /STSong
    /STXihei
    /STXingkai
    /STXinwei
    /STZhongsong
    /Sylfaen
    /SymbolMT
    /SymbolTiger
    /SymbolTigerExpert
    /Tahoma
    /Tahoma-Bold
    /TempusSansITC
    /Tiger
    /TigerExpert
    /TimesNewRomanPS-BoldItalicMT
    /TimesNewRomanPS-BoldMT
    /TimesNewRomanPS-ItalicMT
    /TimesNewRomanPSMT
    /Trebuchet-BoldItalic
    /TrebuchetMS
    /TrebuchetMS-Bold
    /TrebuchetMS-Italic
    /TwCenMT-Bold
    /TwCenMT-BoldItalic
    /TwCenMT-Condensed
    /TwCenMT-CondensedBold
    /TwCenMT-CondensedExtraBold
    /TwCenMT-Italic
    /TwCenMT-Regular
    /Verdana
    /Verdana-Bold
    /Verdana-BoldItalic
    /Verdana-Italic
    /VinerHandITC
    /Vivaldii
    /VladimirScript
    /Webdings
    /Wingdings2
    /Wingdings3
    /Wingdings-Regular
    /YouYuan
    /YuGothic-Bold
    /YuGothic-Light
    /YuGothic-Medium
    /YuGothic-Regular
    /YuGothicUI-Bold
    /YuGothicUI-Light
    /YuGothicUI-Regular
    /YuGothicUI-Semibold
    /YuGothicUI-Semilight
    /ZWAdobeF
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 150
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 150
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects true
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc666e901a554652d965874ef6768467e5770b548c52175370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA (Utilizzare queste impostazioni per creare documenti Adobe PDF adatti per visualizzare e stampare documenti aziendali in modo affidabile. I documenti PDF creati possono essere aperti con Acrobat e Adobe Reader 5.0 e versioni successive.)
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020be44c988b2c8c2a40020bb38c11cb97c0020c548c815c801c73cb85c0020bcf4ace00020c778c1c4d558b2940020b3700020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents suitable for reliable viewing and printing of business documents.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e55464e1a65876863768467e5770b548c62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
  >>
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice


