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Abstract—Recent technical progress on the Internet and
virtual reality has enabled the proliferation of distributed virtual
environments (DVEs). In a DVE, high-resolution 3D contents may
generate huge data, and the peer-to-peer (P2P) streaming takes
advantages to carry these huge traffic in a cost-effective manner.
In this P2P paradigm, peers can cache and share DVE data
cooperatively to reduce server workload and improve streaming
quality. Nevertheless, it is critical to maintain and update the
cached contents in each peer efficiently. In this paper, we propose
an efficient caching algorithm for a P2P 3D content streaming
framework. The proposed caching algorithm is based on a new
preservation metric that is defined for balancing visual saliency,
reusability and potential relevance of cached 3D objects. Then
these cached 3D objects in each peer are updated adaptively
with the ascendant order in importance quantified using this new
metric. We implement the proposed caching algorithm in a sim-
ulated DVE platform for P2P-based 3D streaming. We conducted
a comprehensive simulation study and our experimental results
demonstrate that the proposed peer-to-peer streaming method
outperforms the state-of-the-art 3D streaming methods (including
FLoD and MRM) in the terms of fill ratio, base latency, requests
by nodes and requests to the server.

I. INTRODUCTION

With the advance of the Internet and virtual reality tech-
nologies, distributed virtual environments (DVEs) have be-
come popular in recent years. By joining together in a virtual
environment, users who are geographically dispersed are able
to communicate and interact with each other on the Internet
[1]. For a high-resolution 3D visual environment system, the
3D content data are huge (e.g., more than 34 TB data in
Second Life and 70 TB data in Google Earth. Nevertheless,
it is impossible to preload all these data into a client before a
user starts to walkthrough in a virtual scene. Note that a user
can only observe a small portion of the whole virtual scene
due to the occlusions among 3D objects, a practical way is to
download and render the data of the limited visible scene at the
current viewpoint in a client. This strategy is particularly useful
for thin clients, such as personal digital assistants (PDAs) and
other mobile devices.

Various 3D content streaming techniques have been pro-
posed to transfer DVE data, including client-server [2] and
peer-to-peer [3], [4], [5], [6], [7], [8] architectures. It is not
unusual that millions of clients join a DVE simultaneously. If
they are all connected to the server that stores the whole copy
of the virtual environment data, the server is likely to be the
bottleneck due to its limited bandwidth. On the other hand, in
a large-scale DVE system virtual components are redundant

for each user. Each user caches these virtual components and
transfers them cooperatively in a naive P2P manner. When
a user navigates in a virtual environment, her/his viewpoints
exhibit strong time and temporal correlations. In a finer gran-
ularity, 3D virtual scenes can be transferred using P2P mech-
anisms for the clients having similar viewpoints in the virtual
environment. These clients are clustered as neighbors and a
client can send requests to its neighbors for data transmission
of the shared visible scenes. By distributing and reusing 3D
objects among clients, P2P DVE systems are advantageous in
alleviating the burden of the server and enhancing quality-of-
experience of users.

Given the limited cache capacity of individual clients, only
the visible portion of 3D scene can be loaded. When a user
navigates a 3D virtual environment, certain objects must be
removed and updated in the cache due to the changes of
viewpoints. In this paper, we propose a progressive caching
method for real-time navigation in large-scale P2P DVEs.
This proposed caching method is based on three factors: in
addition to the visual attention that is widely used in cache
updating in client/server DVEs, we also propose two new
factors of reusability and potential relevance. Our experimental
results show that a weighted combination of these three factors
provides a satisfied performance measure in updating cached
objects.

The rest of this paper is organized as follows. In Section
II, we summarize the related work on progressive transmission
of DVEs and caching methods. Then, we proposed a P2P
3D content streaming framework in Section III. Within this
framework, an efficient caching algorithm is also proposed
in Section IV and the experimental results and performance
analysis are discussed in Section V. Finally, we present the
conclusion remarks and future work in Section VI.

II. RELATED WORK

For 3D content streaming in a large-scale DVE, three key
ingredients, area-of-interest (AOI) of 3D scene, progressive
transmission and cache updating, are involved and their related
work is summarized below.

A. AOI of complex 3D scenes

Given a limited cache capacity in a client, only a small
portion of a complex 3D scene can be preloaded. Nevertheless,
a virtual viewer can only see a small area of the whole virtual
environment, the concept of area of interest (AOI) has been
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proposed and used widely in DVE systems [2], [9], [10]. AOI is
a circular area whose center is coincided with the current view-
point and whose radius is proportional to the visible distance.
All 3D objects enclosed in AOI can be reasonably thought
as objects in the currently visible scene. When the viewpoint
moves, the new added visible scenes have to be incrementally
updated and downloaded from the server or other clients. An
efficient scene culling algorithm is proposed in [11], which
partitions the entire scene using an axis-aligned mesh. Visible
and invisible grids are dynamically maintained according to
the temporal coherence between two consecutive AOIs. An
improved scalable multi-layer AOI scheduling algorithm is
proposed in [12]. Two scheduling mechanisms, area-based
and cell-based scheduling, are studied in [13], showing that
a hybrid scheduling achieves the best performance.

B. Progressive transmission of 3D contents

Given a fixed viewpoint, AOI can greatly reduce the
necessary 3D contents for browsing. The 3D objects contained
in an AOI, however, could still be of huge data size if they are
presented in a very high resolution. Level-of-details (LOD)
techniques [14] have been developed, which models a 3D
object O by a base shape B and a set of hierarchical details
D = {D1, D2, · · · }. Then the object O = B ∪ D can be
represented hierarchically by O1 ⊂ O2 · · · ⊂ O, where
Oi = B⊕D1⊕D2⊕· · ·⊕Di, ⊕ is a synthesis operator. Usually
B is an overall simplified shape that can be transformed very
rapidly. When a user watches and manipulates (e.g., translates
and rotates) 3D objects, more and more details in D can
be received by the client and smoothly synthesized into the
model B. Notably, two classes exist for generating a LOD rep-
resentation: surface simplification [15] and progressive mesh
[16]. In this paper, based on progressive representation [16]
of 3D objects, we use the method in [2] to compute an
optimal resolution for each 3D object located in an AOI
that are suitable for the current viewpoint. Given the object
progressive representation, a general problem formulation of
P2P transmission for 3D contents are conducted in [17].

C. Caching methods of massive 3D contents

When the limited local cache in a client has been crammed
by constantly downloaded scene (made up of 3D objects),
some previously cached 3D objects have to be updated and
replaced by new downloaded 3D objects (to constitute a new
scene). Data replacement in the cache is an important issue
that not only exists in 3D content streaming, but also in other
well-studied applications as we summarize below.

Caching based on temporal factor. Page-based data re-
placement strategies, such as least recently used (LRU) and
most recently used (MRU) have been widely used in database
applications [18]. The merits of page-based replacement strate-
gies relies heavily on the principle of locality, i.e., the higher
degree of locality, the better performance can be achieved.
However, it is shown in [19] that these strategies are not
suitable for 3D content replacements since 3D objects that are
accessed by a client might change frequently over time. Video
streaming [20] is another popular application in which caching
is widely studied. In P2P video streaming, video contents are
regarded as one-dimensional (frames change in the dimension
of discrete time) and thus can be accessed sequentially. A

general caching strategy used in many P2P video streaming
systems is that a receiver caches the recently played contents
and supplies them to the requesters. However, P2P 3D content
streaming is much more complex since the 3D objects are
indexed in a 3D space and accessed according to viewer’s
interactive navigation behaviors.

Caching based on spatial factor. A 3D content caching
method is proposed in [6] in which 3D objects are removed in
a descending order indexed by their distances to the viewpoint.
This caching method, however, does not consider the effect
of objects’ deviating angles from the viewpoint. The strategy
of most required movement (MRM) in [2] streams each 3D
object using a progressive representation and assigns to each
3D object an access score measured by a weighted combination
of its distance and deviation angle from the viewpoint. To
take the advantages of both temporal and spatial factors, a
hybrid caching method is proposed in [21] which determines
a replacement order for each 3D object using both temporal
and spatial coherence. All these work determines a 3D object
replacement order in the cache mainly based on the spatial
relation between objects and viewpoint: they are better fitted
into a framework of C/S DVE [18] but not for 3D content
streaming in P2P DVEs. When determining an order to remove
3D objects in the cache in a P2P DVE, in addition to the spatial
relations, the characteristics of the P2P mechanism such as
the potential influence of a cached 3D object on the client’s
neighbors, should be also taken into account.

III. A FRAMEWORK OF P2P DVE

A number of C/S DVE systems and applications have
been developed and deployed [22], [23], [24], but P2P-based
DVEs are still few. We first propose a novel framework of
a P2P DVE. Then we present an efficient caching algorithm
suitable for this proposed P2P DVE. The framework of our
P2P DVE is illustrated in Fig. 1: from bottom to top, the
network architecture consists of three layers, i.e., physical
network layer, Voronoi overlay layer and virtual scene layer.
The physical network layer consists of one server (or sever
clusters) and geographically dispersed clients. The Voronoi
overlay layer is used to highlight awareness of avatars in 3D
virtual environments and the virtual scene layer is the place
where the avatars live. Below the terms node, viewer, client
and peer are used interchangeably.

Given the spatial relation of viewers in the virtual environ-
ment, if a viewer vi is located in the AOI of another viewer vj ,
vi is regarded as the neighbor of vj . For example, in Fig. 1, v3
and v6 are both neighbors of v4. Three types of participators
involved in the proposed P2P DVE:

• Server: The server (or a server cluster) store all 3D
contents of the DVE. It also manages clients such as
registration in the system and recording their locations
in the virtual environment.

• Requester: A client that requires pieces of 3D content
data for virtual scene rendering.

• Provider: The server or a client that holds the required
pieces of data and can provide them to a requester.

In the proposed P2P DVE, the roles of nodes are inter-
changeable, i.e., a requester can also be a provider for another
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Fig. 1: Network architecture of a P2P-DVE.

node. Note that the server is only considered as a candidate
content provider.

Given a requester vk, we use a mesh-based pull scheme
for P2P transmission of necessary 3D contents when vk roams
in the virtual environment [6]. Our proposed P2P framework
utilizes a provider selection mechanism by considering peer
heterogeneity, traffic locality and peer stability and thus con-
struct a better transmission overlay than the one in [6].

• Step 1: Join the DVE. vk joins the P2P DVE by
registering to the server. Then vk downloads the scene
description file of the entire virtual environment. By
applying the greedy forwarding mechanism in [5], vk
connects to its initial AOI neighbors.

• Step 2: Determine the visible scenes. When the view-
point is initialized or moved, vk determines its visi-
ble scenes by applying the incremental AOI culling
method [11]. This step also produces a requesting
queue for pieces of necessary 3D contents.

• Step 3: Update AOI neighbors. vk sends the message
of its position updating in the virtual scene layer to
its current AOI neighbors. Updating AOI neighbors
are found based on the methods utilizing the dynamic
Voronoi diagram [25], [5].

• Step 4: Locate candidate providers. After updating
AOI neighbors, vk sends queries of required data
pieces to its AOI neighbors. Those neighbors which
response positively for a special piece are considered
as candidate providers for this piece. A candidate
provider also returns its current resource information,
e.g., upload capacity and its Internet service provider
(ISP).

• Step 5: Select providers. For each piece of required
data, from the list of candidate providers, vk selects
a provider which can provide the best service (more
details are presented below).

• Step 6: Transfer 3D contents. vk receives data pieces
from providers in parallel and renders the visible scene
of current viewpoint for browsing. If the viewpoint
moves during the data receiving process, the process
is terminated and goto Step 2.

• Step 7: Caching by 3D scene replacement. If the
limited cache has been fully occupied by 3D scene
data, vk invokes the proposed progressive scene re-
placement mechanism, as presented in Section IV.

• Step 8: Leave the DVE system. When vk leaves the
DVE system, it logouts from the server and discon-
nects from its AOI neighbors. For any abnormal leav-
ing such as power failure, the server can diagnose the
case by receiving messages from vk’s AOI neighbors.

In [6], only AOI neighbors in the Voronoi overlay layer
are considered for P2P streaming and this may lead to a long-
distance traffic in peers that are topologically close (in the
virtual scene layer) but physically far away (in the physical
network layer). In our P2P framework, we consider some
more factors in a realistic networking environment. In Step
4, denote the upload capacity of each candidate provider i
by ui, i = 1, 2, . . . , n, and u0 is the upload capacity of the
server in bit-per-second. Given the observation [26] that if a
peer stays in a channel longer, this peer tends to keep staying
in the channel, the stability si of each candidate provider i
is measured by its staying time ti in the DVE system. Let
tmax = max{t1, t2, . . . , tn}. We define a normalized stability
si = ti/tmax ∈ [0, 1]: if si > sj , then peer i is more
stable than peer j. We also define a general distance metric
D(r, i) ∈ [0, 1] between the requester r and a candidate
provider i: any customized metric that measures the physical
distance between r and i can be used and currently we define
D(r, i) = 0.1 if r and i are in the same ISP and otherwise
D(r, i) = 1. This distance definition penalizes cross-ISP traffic
by a long physical distance. Let

wi = si ·D(r, i) (1)

be a weighted distance from r to the candidate provider i.

Given the information of wi and ui of each candidate
provider i returned by Step 4, the provider selection with
the best service in Step 5 uses the following strategy. We
normalize the weights by w′

i = wi/wmax, where wmax =
max{w1, w2, . . . , wn}. Set w′

0 = 1 for the sever of upload
capacity u0. We sort the upload capacities {u0, u1, . . . , un}
of the sever and all candidate providers using the weight w′

i
in a descending order and denote the sorted set by U ′ =
(u′

0, u
′
1, . . . , u

′
n). Let h be the required bit rate (in bps) of the

visible scene movement that is estimated by the viewpoint’s
velocity at the current position due to user behaviors. We
choose the first k peers in U ′ as the providers, where

k = min{j :
j∑

i=0

w′
iui ≥ h}.

3
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If all the weights are the same (as assumed in [27]), our
provider selection strategy satisfies the stochastic fluid theory
[27], since

j∑
i=0

w′
iui ≤

n∑
i=0

wi

wmax
ui ≤

u0 +
∑n−1

i=1 ui

n− 1
.

IV. THE CACHING ALGORITHM

If the cache of a client is fully occupied by 3D scene data
(i.e., 3D objects that constitute of the visible scene), the client
has to update and replace some 3D scene data progressively
according to the movement of viewpoint. Assume that the set
of currently cached 3D objects is O = {O1, O2, . . . , Om}. We
define a preservation metric (Section IV-D) for each object
Oi, which indicates the importance of Oi by referring to the
current viewpoint and its AOI neighbors. This preservation
metric is based on three factors: (1) the visual saliency degree
(Section IV-A); (2) the reusability degree (Section IV-B); (3)
the potential relevance degree for AOI neighbors (Section
IV-C). The client determines the order of 3D objects in the
cache to be removed by indexing the values output from the
preservation metric.

A. Visual saliency degree of 3D objects

Note that 3D objects which can provide higher visual
quality should be cached for a longer time. Recall that we
use a progressive representation of a 3D object O = B ∪ D,
where B is the base shape for quick transmission and D is a
set of geometric details for progressive transmission. We define
the visual saliency degree of 3D object O by considering the
base shape B and the detailed part D separately.

The base shape B of O is used for quick transmission such
that a viewer can have an overlook of the object O instantly.
However, if we oversimplify the object shape, the base shape
may have a poor appearance and thus a poor visual saliency.
Hence, we define the visual saliency degree of the base shape
by the ratio

VB =
C(B)
C(O)

,

where C(B) and C(O) are the complexities of the base shape
and the full object, respectively. We measure the complexity
of a mesh model by its surface area.

The detailed part D of O will progressively improve the
visual quality of the object. Its visual saliency is determined by
two factors: (1) the distance d from the object to the viewpoint;
(2) the angle θ (0 ≤ θ ≤ π) deviated from O to the viewing
direction. See Fig. 2 for an illustration of these parameters.

We define the visual saliency degree of the detailed part D
as

VD = λ(1− d

R
) + (1− λ)(1− 2θ

π
),

where R is the radius of AOI and 0 ≤ λ ≤ 1 is a weighting
coefficient. Finally, we define the visual saliency degree of an
object Oi ∈ O as

V (Oi) = ωVB(Oi) + (1− ω)VD(Oi), (2)

where 0 ≤ ω ≤ 1 is a weight that balances the contributions
of the base shape and the detailed part. In our experiments,

θi

R

Viewpoint

Oi

di

Viewing direction

Area of interest 

(AOI)

Fig. 2: The parameters in the definition of the visual saliency
degree.

Fig. 3: A typical scene in the virtual environment with similar
3D tree models.

we set λ = ω = 0.5. The value output from V is normalized
in [−1, 1].

B. Reusability degree of 3D objects

In a large-scale DVE, repeated patterns frequently appear.
For example, the trees aligned along the roadside (Fig. 3)
and the buildings in commercial and resident areas. It is cost-
effective to keep only one copy of the repeated or similar 3D
objects in the cache. In addition, if a 3D object has many
similar objects in the whole DVE scene, it is more preferable
to cache this object for a long time. Based on this intuition,
we define the following reusability degree of 3D objects.

Let Õ be the set of all 3D objects in the DVE and S(·)
is a metric that returns the similarity of two 3D objects in
the range [0, 1], where 1 means identical. Usually the 3D
objects in Õ have color information and the similarity metric
S in [24] can be applied. We maintain a matrix in the scene
description file that encodes the similarities between all 3D
objects in the virtual environment, which is downloaded from
the server when a client is registered. For each object Oi ∈ Õ,
we compute the number n(Oi) of 3D objects in Õ that have

4
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Object No. 1392         382           91        891 

          

Object No. 106          296           10        20 
 

 

 

 

 

 

 

Fig. 4: 3D scenes before (top row) and after (bottom) applying
the model reusability. Repeated objects are only shown by one
instance in the bottom row. The complexity of 3D scenes is
shown by the numbers of 3D objects used to render the scenes.

the similarity value larger than 0.9 with respect to Oi. We
use n(Oi) as a reusability measure of the object Oi and the
reusability degree of Oi is defined as

R(Oi) =
n(Oi)

nmax
, (3)

where nmax = max{n(Oj)}, ∀Oj ∈ Õ. The value output
from R is normalized in [0, 1]. Four examples of 3D scene
renderings with model reusability are illustrated in Fig. 4.

C. Potential relevance degree of 3D objects

Each cached 3D object in a client is used not only for
rendering the visible scene, but also for providing a piece
of data that can be transmitted to its AOI neighbors. So the
priority of removing 3D objects in the cache must consider the
potential impact on its AOI neighbors.

For each 3D object Oi ∈ O, let ND(Oi) be the number
of downloading Oi by the AOI neighbors. We use ND(Oi)
to estimate how many copies of Oi are maintained in the AOI
neighbors. The more copies of a 3D object are maintained in
neighbors, the higher priority of this 3D object is to be removed
from the cache. We define the potential relevance degree of a
3D object Oi ∈ O as

P (Oi) = 1− ND(Oi)

NDmax
, (4)

where
NDmax = max{ND(Oj), ∀Oi ∈ O}.

The value output from P is normalized in [0, 1].

D. Combination of three degrees as the preservation caching
criteria

We combine the three degrees defined as the weighted
average of Eqs. (2), (3) and (4) for a preservation criteria to

update cache:

M(Oi) = αV (Oi) + βR(Oi) + γP (Oi), (5)

where 0 ≤ α, β, γ ≤ 1 and α+β+γ = 1. In our experiments,
we select α = β = γ = 1

3 . We use the preservation criteria
(5) to build replacement priorities for cached 3D objects: if a
3D object has a lower value of this preservation degree, it is
removed from the cache with a higher priority.

Denote the cache capacity of a client as Cfull, the cached
data volume as Coccupied and the data volume of the next
downloading request as Datarequest. Given the preservation
criteria (5), we sort the 3D objects in O using the value
M(Oi), with the first object having the lowest value. Without
confusion, O below denotes the ordered set of 3D objects in
the cache.

Our caching algorithm can be outlined in two major steps:

• Step 1. If Cfull−Coccupied < Datarequest, then start
the object replacement procedure.

• Step 2. Download the requested data.

The object replacement procedure in Step 1 consists of
three sub-steps:

• Step 1.1. Access the 3D objects in O sequentially
and if any 3D object Oi ∈ O has redundant details
(Dj+1

i , Dj+2
i , · · · ), then remove these details until the

optimal resolution of the object Oj
i = B ⊕ D1

i ⊕
D2

i ⊕ · · · ⊕ Dj
i is reached. The object’s optimal

resolution is determined by using the method in [2].
If Cfull − Coccupied ≥ Datarequest, goto Step 2.

• Step 1.2. Access the 3D objects in O sequentially and
remove the detailed part D of the accessed 3D object
Oi (i.e., only keep the base shape B of Oi). If Cfull−
Coccupied ≥ Datarequest, goto Step 2.

• Step 1.3. Access the 3D objects in O sequentially and
remove the base shape B of the accessed 3D object
Oi. If Cfull − Coccupied ≥ Datarequest, goto Step 2.

V. PERFORMANCE ANALYSIS

To evaluate the performance of the proposed caching
algorithm in a large-scale DVE, we design and implement a
P2P DVE simulator in which the following two aspects are
considered in-depth:

1) To evaluate whether the combination in the metric (5)
is optimal, we compare it with an alternative metric:

M(Oi) = 0.5V (Oi) + 0.5P (Oi). (6)

Since the visual saliency is a critical measure in the
navigation of 3D virtual environment and potential
relevance is a critical measure in P2P transmission
of 3D contents, we keep items V (Oi) and P (Oi) in
both metrics (5) and (6). So the comparison between
the metrics (5) and (6) is to evaluate the significance
of the reusability measure R(Oi) in Eq. (3).

2) We compare our caching algorithm with two other
caching algorithms [2], [6]. The most required move-
ment (MRM) strategy in [2] is a classic one in 3D

5
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Fig. 5: Two navigation behaviors. Left: A random walk. Right:
A clustering movement, in which the point size indicates the
possibility that a viewer is likely moved to this position.

content streaming that progressively transmits the
base shapes and detailed parts of 3D objects, and
thus is closely related to our work. Among state-
of-the-art P2P DVEs [3], [4], [5], [6], [7], [8], we
use a similar P2P content streaming mechanism as
in [6]. Hence, we compare our caching algorithm to
these two works. Denote PSRM (progressive scene
replacement mechanism) as the abbreviation for our
method, P2P-MRM in [2] and FLoD in [6], respec-
tively. Furthermore, we distinguish our method using
the metrics (5) and (6), respectively, by PSRM (using
the metric (5)) and PSRM-N (using the metric (6)).

A. Experimental settings

We have implemented a prototype system of the proposed
P2P DVE in a LAN environment with multiple users. Since the
system scale plays an important role in the evaluation of our
caching algorithm, we also implement a simulated large-scale
simulator that can capture the real behaviors of large-scale P2P
DVE using a set of open-source programming libraries. The
simulated large-scale DVE platform is stored in a server. The
number of 3D objects in the simulated virtual environment is
of the order of magnitude of 103 to 104. The file size and the
position of each 3D object is set randomly and the progressive
representation is used in all 3D objects. We generate two
special object types called trees and buildings. The similarity
value of two 3D objects in each of special object types is set
to be 0.99 and the similarity value in the remaining 3D objects
is randomly drawn from a poisson distribution in [0, 1].

Our discrete-time simulator uses a time step of 100 ms and
then 3000 steps means a simulation process of 300 seconds.
To perform a faithful comparison with MRM [2] and FLoD
[6], in our simulation we implement two navigation behaviors
of a viewer in P2P DVE (Fig. 5):

• A random walk [2]: the orientation and position of
a viewer at each step of movement are generated
randomly.

• A clustering movement [6]: a viewer has a higher
possibility for moving to nearby special hotspots and
has a lower possibility of moving to remaining sites.
We randomly generate 1.5 lnn hotspots in the 2D map
of a virtual environment, where n is the number of 3D
objects in the map.

Fig. 6: A part of a screenshot of the P2P DVE simulator.

Since peer heterogeneity, traffic locality and peer stability
are not considered in [2], [6], we set all the nodes with the
same upload capacity and located in the same ISP; i.e., we
only use peer stability to determine the weight wi in Eq. (1) for
each candidate provider. Note that FLoD [6] did not consider
the network latency among different nodes in the P2P overlay.
Actually two close viewers in the virtual scene layer may be
far from each other geographically in the physical network
layer (See Fig. 1). To simulate the real-world applications,
network latency among different viewers in the virtual scene
layer is randomly assigned from 100 ms to 1500 ms in our
simulator. Furthermore, FLoD [6] only allowed viewers to start
a navigation when 99% data of the visible scene within initial
AOI has been downloaded. However, in realistic situations,
a user may not have enough patience to wait for a long
downloading time. Hence, we remove this strong restriction
in our simulation.

A part of a screenshot of the simulated P2P DVE system
is shown in Fig. 6 in which the numbers indicate the IDs of
nodes in the P2P DVE. Similar to the FLoD [6], we run all
the simulations in 3000 steps (i.e., 300 seconds). To evaluate
the stable state behavior, the performance analysis is based
on the statistic data collected in the last 2000 steps for each
simulation. The settings of the detailed parameters used in the
simulator are summarized in Table I. Note that in Table I, we
have two settings of the number of nodes, i.e., 500 and 1000.

TABLE I: Parameter settings in the simulator

Parameter Value
DVE dimensions (units) 5000 × 5000

Cell width (units) 50 × 50
3D Object file size (KB) 20 − 50

3D Object number in DVE 10000
Complexity ratio of base
shape over the full object 10%

Increment size in detailed part (Bytes) 50
AOI radius 75

Connection limit of AOI neighbors 20
Number of nodes in DVE 500, 1000
Server upload bandwidth 10 Mbps
Peer download bandwidth 66 KB/s

Peer upload bandwidth 33 KB/s
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B. Performance metrics

We use the following metrics to evaluate the performance
of the caching algorithms, PSRM, P2P-MRM and FLoD, in
the simulated P2P DVE.

• Fill ratio (FR). When a viewer in the virtual scene
layer moves to a new position in the virtual environ-
ment, FR is the size ratio of the available data for
the visible scene in the client (already downloaded)
divided by all the data required for rendering the
visible scene (should be downloaded). Note that in
our definition of FR, we use the optimal resolution of
each 3D object as in MRM [2], while FLoD [6] used
the full resolution of 3D objects.

• Base latency (BL). BL is the latency between the
time instant, when a client requests the data of all 3D
objects in the visible scene, and the time instant, when
it receives all the base shapes of these 3D objects.
Once the base shapes are available in a client, a
viewer can start a meaningful navigation in the virtual
environment.

• Requests by nodes (RN). RN is the totally number
of requests delivered by all the nodes in the DVE at
each simulating step. All the data communicated in
the physical network layer (See Fig. 1) is composed
of two parts: the transmission of 3D contents and
the requests delivered by clients and the server. A
good caching algorithm should reduce the requests
by the nodes (corresponding to clients in the physical
network layer) as well as the delivery of 3D contents.

• Requests to the server (RS). RS is the total number
of requests received by the server at each simulated
step. When the AOI neighbors do not have the 3D
content requested by a client, it has to send requests
to the server for downloading the data. A good caching
algorithm should reduce the RS as well as the RN.

C. Experimental results

Denote that M is the total data size of the DVE, R is the
radius of a viewer’s AOI, H and W are the height and width
of the whole area of the virtual environment, respectively. The
the average data size of an AOI can be defined as

DataAOI =
πR2

HW
M.

We define the cache ratio as the ratio of a client’s cache
capacity over the DataAOI . It is clear that the effectiveness
of any caching algorithm is dependent of the cache ratio. In
our study, we use five settings of cache ratios: 0.25, 0.5, 1, 2,
3.

1) Fill ratios: Fig. 7 shows the experimental results of fill
ratios of four methods with respect to different cache ratios in
a 500-node DVE system with two navigation behaviors (i.e.,
random walk and clustering movement). The first observation
from the results in Fig. 7 is that the fill ratio does not increase
to 1 when the the cache ratio is increasing to 2 and 3. This
can be explained by that even if a client has more cache
capacity than the required 3D visible scene data, it may still
not have the full data of the visible scene at each step, due to

the large displacement of viewpoint movement and the limited
rendering ability of that client (the rendering time is increased
dramatically when the 3D scene data is increased above the
optimal resolutions [28]).

Cache Ratio Cache Ratio

Fig. 7: The fill ratios in a 500-node DVE system with respect
to different cache ratios. Left: the behavior of a random walk
is used. Right: the behavior of a clustering movement.

As shown in Fig. 7, in a 500-node DVE system, when
the cache ratio decreases from 2 to 1, the fill ratio of FLoD is
reduced from 82% to 81% in a random walking, and from 84%
to 82% in a clustering movement, respectively. When the cache
ratio reaches 0.25, the fill ratio of FLoD is reduced to 80% in
a random walk and to 82% in a clustering movement. PSRM,
PSRM-N and P2P-MRM (MRM in a P2P DVE) generally have
the higher fill ratio than FLoD. This demonstrates that using
the optimal resolution with respect to the current viewpoint
based on a progressive representation of 3D objects, it is
possible to maintain a relative high fill ratio even if the cache
ratio is very small. A similar conclusion can be drawn from a
test on 1000-node DVE system as shown in Fig. 8. In both tests
on 500-node and 1000-node DVE system, the PSRM has the
highest fill ratios over the four methods: this can be explained
by that PSRM takes object reusability and potential relevance
into consideration and thus has the higher fill ratios than other
methods. The property of maintaining high fill ratios makes
PSRM particularly suitable in a small-cache-capacity condition
of a client such as mobile phones and PDAs.

Cache Ratio Cache Ratio

Fig. 8: The fill ratios in a 1000-node DVE system with respect
to different cache ratios. Left: the behavior of a random walk
is used. Right: the behavior of a clustering movement.

2) Base latency: The base latency measures the delay of
receiving all necessary base shapes of visible scene under
the current viewpoint. Since P2P-MRM and PSRM apply
a caching mechanism that always postpone to remove base
shapes from the cache as later as possible, it is expected that
P2P-MRM, PSRM-N and PSRM should have the less base
latency than FLoD. This expectation is demonstrated by the
experimental results shown in Fig. 9 and 10, in which two
DVE systems (500-node and 1000-node) are tested.
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Cache Ratio Cache Ratio

Fig. 9: The base latency in a 500-node DVE system with
respect to different cache ratios. Left: the behavior of a random
walk is used. Right: the behavior of a clustering movement.

Cache Ratio Cache Ratio

Fig. 10: The base latency in a 1000-node DVE system with
respect to different cache ratios. Top: the behavior of a random
walk is used. Bottom: the behavior of a clustering movement.

As summarized in Fig. 9 and 10, in either navigation behav-
ior of random walking or cluster movement, the base latency
of FLoD is the highest (always larger than 0.7 seconds). The
base latency of PSRM-N is less than P2P-MRM, and PSRM is
less than PSRM-N in turn. PSRM has the lowest base latency
(always less than 0.65 seconds). There is one more reason
to explain the best base latency performance of PSRM over
FLoD: in peer selection, PSRM selects a peer from its AOI
neighbors based on the candidate providers’ available resource
(i.e., peer stability), while FLoD randomly selects a peer from
its AOI neighbors.

3) Requests by nodes: We examined the requests by nodes
as a measure of network dataflow in the P2P DVE. PSRM and
PSRM-N have much less requests by nodes than P2P-MRM
and FLoD. This demonstrates that the caching algorithm that
keeps the base shapes as long as possible and uses the potential
relevance degree has a good performance in reducing the data
requests from a client to its AOI neighbors in the proposed
P2P DVE. PSRM generally has less requests by nodes than
PSRM-N. This demonstrates that the reusability degree not
only enhances the navigation experience in virtual environment
(evaluated by fill ratios and base latency), but also can reduce
the data from clients sent into the P2P network. The data
of requests by nodes of four methods is stable with respect
to different cache ratios. This is due to the fact that when
the cache capacity is increased, the bottleneck of 3D scene
rendering in client’s CPU plays a more and more important
role in the navigation of virtual environment.

4) Requests to the server: We also examined the requests to
the server as another measure of network dataflow in the P2P
DVE. Our results shows that PSRM and PSRM-N have much
less requests to the server than P2P-MRM and FLoD. This
demonstrates that our caching algorithm is particularly suitable
in the proposed P2P DVE, since very few data requests are sent

back directly to the server. We regard that this suitability comes
from the following two aspects: i) Our caching algorithm takes
3D object usability into account, which makes a client always
downloads the frequently used 3D objects first and maintains
them as long as possible in the cache, such that very few
data requests are sent to the server when the viewpoint in
virtual environment is changed. ii) Our caching algorithm takes
potential relevance of 3D objects into account, which makes
the AOI neighbors of a client have as much data as possible
that may be requested by that client, such that few data requests
have to be sent to the server.

D. Scalability of PSRM

The experimental results have shown that by evaluating
with fill ratios, base latency, requests by nodes and requests
to the servers, PSRM outperforms PSRM-N, P2P-MRM and
FLoD in a large-scale DVE (measured in 500-node and 1000-
node systems). It is interesting to ask whether the PSRM is
still suitable for small- or medium-scale P2P DVE? We thus
test the four methods in P2P DVE systems of scales of 100,
200, 300, 400 and 500 nodes, respectively, with a fixed cache
ratio 0.25.

Fig. 11 shows the fill ratio of four methods with two
navigation behaviors. The results clearly show that with the
decrease of nodes in the DVE to a small scale, the fill ratio
decreases gradually in all the four methods, but PSRM is still
generally has the highest fill ratios due to its usage of the
progress representation and the base shape removal delaying
mechanism in the caching algorithm. When there is very few
nodes in the DVE, the Voronoi overlays become smaller and
each node can find fewer AOI neighbors; thus, the performance
of a P2P DVE in a small scale will closely behave like a C/S
DVE. The tendency to C/S DVE is demonstrated by the results
summarized in Table II, in which the index of requests to the
server is increased when the node number is decreased. Also
revealed by the data in Table II, the difference between the two
navigation styles of random walking and clustering movement
becomes very small since there are few nodes in the DVE. In
all the cases, the performance of PSRM is slightly better than
PSRM-N: this demonstrates that the reusability of 3D objects
can still improve the performance in a small-scale P2P DVE.

Node Size Node Size

Fig. 11: The fill ratios in the DVE system with a fixed cache
ratio 0.25. Left: the behavior of a random walk is used. Right:
the behavior of a clustering movement.

VI. CONCLUSION

In this paper we propose a P2P DVE framework that
utilizes a progressive representation of 3D objects. An efficient
caching algorithm is proposed for this P2P DVE framework.
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TABLE II: Requests to the server per step in a P2P DVE with
fixed cache ratio 0.25

A random walk A clustering movement
Node size PSRM-N PSRM PSRM-N PSRM

100 335 324 339 327
200 292 279 295 271
300 223 215 216 210
400 163 152 157 146
500 123 118 129 115

Three distinct features are designed in the proposed caching
algorithm.

1) Consider more realistic factors in the P2P DVE
framework including peer heterogeneity, traffic local-
ity and peer stability.

2) Utilize a cache scheduler that postpones the base
shapes of 3D objects as later as possible by always
removing the detailed parts of 3D objects first.

3) In addition to the traditional visual factor measure-
ment (similar to the one defined in Section IV-A)
for ranking the importance of 3D objects in the
cache, two more new measures based on object
reusability and potential relevance in AOI neighbors
are introduced to capture the traffic patterns of 3D
DVE streaming applications.

We conducted a comprehensive simulation study. Our
experiment results demonstrate that our proposed caching
algorithm outperforms two classic methods [2], [6], in terms
of fill ratio, base latency, requests by nodes and requests to
the server. The proposed caching algorithm performs well on
clients having small cache capacity in both large-scale and
small-scale P2P DVEs. Nevertheless, in our experiments, we
use a fixed setting of weights α = β = γ = 1

3 in the
preservation metric (5). In addition, user behaviors may impact
the performance of the caching algorithm heavily [29]. We
plan to improve the caching performance by finding an optimal
weight settings in our algorithm depending on customized user
behaviors as our future work.
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