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Abstract—Network coding simplifies routing decisions, improves throughput, and increases tolerance against packet loss. A
fundamental limitation, however, is delay: decoding requires as
many independent linear combinations as data blocks. Prioritized
network coding reduces this delay problem by introducing a
hierarchy of prioritization layers. What remains is the problem
of choosing a layer to approach two often-contradicting goals:
reduce delay until prioritized layers can be decoded and keep
the total number of transmissions low. In this paper, we propose
an algorithm for this problem that – based on limited feedback –
primarily minimizes per-layer delay but identifies opportunities
to reduce the required transmissions when per-layer delay is
unaffected. Our evaluation shows that our algorithm improves
per-layer delay compared to hierarchical network coding and is
close to the theoretical optimum number of total transmissions.

I. I NTRODUCTION
Network coding (NC) is a widely studied approach to communication systems [1]. Originally introduced by Ahlswede et
al. [2] as a technique to improve the throughput in networks,
NC has been proven to benefit many fields since, e. g., peer-topeer applications [3]–[5], network streaming [6], and combinations thereof [7]. NC also improves robustness, which means
that the system better copes with packet loss. Distributed algorithms can be simplified, and link capacities can be saturated
more effectively [1]. To implement these benefits, NC breaks
with traditional routing paradigms. Namely, nodes combine
two or more incoming packets and send these newly built
combinations instead of just forwarding the original packets.
In this paper, we discuss an improvement for the most broadly
studied class of network coding, linear network coding, where
original packets are combined into linear combinations [8].
One restriction inherent to NC is that it introduces additional
delay. With high probability, a receiver cannot retrieve any of
the original content as long as the number of received linear
combinations is lower than the number of messages that were
combined [9], [10]. Prioritized network coding (PNC) [11]
builds on linear network coding and reduces decoding delay
by introducing a hierarchy of priority layers on the original
messages. Linear combinations are computed per priority layer
rather than using the full message set. Consequently, a receiver
is able to decode a prioritized subset of messages with fewer
linear combinations. This encoding technique is also known
as expanding window random linear coding [12]. The order
in which different layers’ linear combinations are sent has
a direct impact on individual layers’ achievable decoding
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performance and principal decodability at any given point in
time [13], [14]. In order to achieve a reduced delay and at the
same time avoid significant additional overhead, combinations
have to be built and sent in a sequence that reflects the layers’
individual priorities.
In summary, PNC can reduce per-message delay, but it only
does so under the right circumstances: all senders need to
carefully choose the correct layers for use in their next linear
combination. Otherwise, linear combinations either have an
increased chance of being linearly dependent, which results
in increased message overhead, or they introduce additional
per-packet decoding delay, which results in less effective
prioritization. This selection problem of PNC has not yet
been studied in detail for scenarios with limited knowledge
about the receivers’ decoder state. Existing approaches select
layers uniformly at random (e. g., [11], known as hierarchical
network coding (HNC)), or they use a weighted random
choice, giving higher weight to prioritized layers [12]. Both
strategies cause overhead, since they result in an increased
probability of non-innovative content being sent.
In this paper, we take a more structured approach to the
selection problem and analyze – based on limited feedback
messages –, which selection of layers (a) reduces the total
number of transmissions and (b) improves per-message decoding delay. We derive performance indicators that allow
a node to classify layer choices based on these two criteria
and propose an algorithm, eNhanced Prioritized nEtwork
Coding (iNsPECt), which implements a deterministic strategy
for choosing the layer that is used to generate the next
linear combination. Based on these performance indicators,
we instantiate a wireless multi-hop protocol that is based on
single-hop feedback messages, which concisely summarize
each node’s decoder matrix state. Our protocol thereby implements prioritization with much less overhead than existing
approaches while retaining the low decoding delay.
The remainder of this paper is structured as follows. Section II discusses related work, and Section III introduces our
system model. In Section IV, we approach the layer selection
problem with two performance indicators that guide layer
choices. We further introduce an algorithm that yields optimal
results under an analytical model, which we instantiate as
a practical network protocol in Section V. Our simulative
evaluation compares the protocols iNsPECt, HNC, and NC
in Section VI before Section VII concludes the work.

II. R ELATED W ORK
NC was introduced by Ahlswede et al. [2] to improve
throughput in communication networks. In their work, the
network model is a directed graph with one node as the source
and multiple nodes as receivers. Ahlswede et al. demonstrate
that the optimal throughput, which is given by the “minimum
cut” between the source node and any receiver in a network
graph, can be achieved when the nodes send linear combinations of the original messages. Later, Ho et al. [9] showed
that randomly chosen linear coefficients c1 , c2 , . . . over a
finite field Fq are sufficient to achieve optimal flow rates;
this approach is called random linear network coding (RLNC).
With RLNC, linear combinations are built by multiplying the
n original messages m(1) , m(2) , . . . , m(n) with the random
coefficients, the j-th linear combination X (j) being:
X (j) =

n
X

(j)

ci m(i) .

(1)

i=1

When multiple such combinations are received, they form
a system of linear equations. The original messages can be
retrieved by solving the system with, for example, Gaussian
elimination (GE), once sufficient combinations have been
received. In general, it is not possible to decode a subset of
messages with fewer than n linear combinations. However,
all messages can be decoded immediately once enough linear
combinations were received. This has been described as the
“all-or-nothing property” [15].
As Nguyen et al. [11] note, for many applications, NC’s
delay is not tolerable. Consequently, Nguyen et al. propose
PNC, which is based on RLNC and reduces per-packet delay.
PNC introduces hierarchical layers R1 , R2 , . . . , R|R| of prioritized packets. That is, linear combinations of the l-th layer
encode only messages from m(1) , m(2) , . . . , m(Rl ) :
x(j) =

Rl
X

(j)

ci m(i) ,

for a layer-l combination.

(2)

i=1

An important question is how to determine which layer to
choose for generating new linear combinations. The most basic
approach, used by HNC [11], is to choose layers uniformly
at random. HNC generally provides lower per-packet delay
than RLNC, but increases the overhead due to non-informative
linear combinations, i. e., linear combinations from layers that
can already be decoded.
Esmaeilzadeh et al. [14] explicitly studied the layer selection problem both for systems without any knowledge about
the receivers’ decoder states and for systems with perfect
knowledge about the decoder states. The proposed layer selection algorithm is based on an exhaustive search through packet
erasures. In addition, finite-horizon Markov decision processes
are proposed for the perfect-knowledge system model. The
authors describe their perfect-knowledge model as idealistic,
since perfect knowledge is usually unavailable. Additionally,
both algorithms’ high computational complexity makes them
unusable for practical applications with greater numbers of
layers and/or users, but they may serve as a theoretical upper
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bound. We, different to [14], assume limited knowledge of the
neighbors’ decoder states and derive a simpler performance
indicator that does not require exhaustive searching.
Naumann et al. [13] denote that all efficient layer selection
schemes for PNC will send linear combinations roughly in
order of priority, which they exploit to implement specialized
Gaussian-elimination-based decoders. Such decoders improve
both memory footprint and computational decoding complexity by reordering rows and inverting certain GE elimination
steps in a joint decoder matrix for all layers. Our approach is a
natural fit for such decoders, as it is based on a greedy strategy
that sends in order of prioritization most of the time. Even
more so, we provide an upper bound on the limit of deviation
from this greedy strategy so that the asymptotic bounds on
computational decoding overhead described in [13] hold.
Shenglan Huang et al. [16] build upon HNC with uniform
random layer selection to minimize the amount of redundant
packets sent in a multi-sender use case. Their algorithm
estimates, according to loss rates and information about links,
the ideal number of linear combinations that each sender
should produce to reduce linearly dependent combinations.
The algorithm does not, however, provide layer selection
capabilities different from HNC.
Chau et al. [17] also use the HNC coding technique but
propose an additional coding scheme that combines messages
from more than one HNC-coded generation. Thereby, the
scheme provides additional redundancy, which protects against
packet loss, and reduces the number of transmissions until all
layers can be decoded. Our proposed layer selection technique
could be used in conjunction with their HNC-based coding
scheme, since it does not modify the coding format.
Approaches different from hierarchical PNC have been
proposed to reduce per-packet delay in NC: Shrader et al.
[18], for example, propose to employ a systematic coding
approach. Namely, a subset of the network’s nodes sends
uncoded packets in some circumstances. Due to the selection
of nodes, the level of error protection is not reduced, but the
non-encoded packets reduce per-packet delay as they do not
require decoding. Yan et al. [15] instead trade correctness of
decoded information for an increased chance of rank-deficient
decoding by regarding the decoder matrix as a collection
of underdetermined systems and implementing rank-deficient
decoders. Finally, Claridge et al. [19] demonstrate that rank
deficient decoding without chance of error is feasible when
using a small enough finite field. Such a small field, however,
also reduces the level of error protection and increases the
chance of linear dependency.
III. S YSTEM M ODEL
A. Information model
We assume that the information to be transmitted by a
source node can be split into equally sized messages M =
(m(1) , m(2) , . . . , m(n) ). Each message m(i) consists of b
(i)
(i)
(i)
symbols (m1 , m2 , . . . , mb ) over a finite field Fq . We are
concerned with prioritized messages, i. e., some messages
convey more information than others. In the following, and

w. l. o. g., we assume m(i) has higher priority than m(j) for
all 1 ≤ i < j ≤ n. PNC introduces hierarchical layers that
we formalize as the vector r = (r1 , r2 , . . . , r|r| ) ∈ N|r| . Each
entry rl denotes the number of messages that the layer l adds,
P|r|
so it holds that n = l=1 rl . Analogously, we define R as
Pi
the cumulated layer vector with Ri = l=1 rl .
To transmit information, each source creates a sequence
of network-coded packets; the j-th packet has the form
(c(j) , x(j) ). Here, c(j) is called the encoding vector and
(j) (j)
(j)
consists of randomly chosen coefficients (c1 , c2 , . . . , cn ),
i. e., random symbols over Fq . The second component, x(j) ,
is called the information vector and contains the actual linear
combination. An information vector of the l-th (1 ≤ l ≤ |r|)
layer and j-th coded packet is encoded as follows [1], [12]:
(j)

xk =

Rl
X

(j)

(i)

ci m k

∀1 ≤ k ≤ b

(3)

i=1

Since finite field operations are generally performed over
all symbols of a message or information vector, we usually
omit the symbol index k, which reduces Equation (3) to
Equation (2). Multiple generations or multiple source nodes
fit the above definitions by executing the encoding mechanism
repeatedly in sequence or in parallel, respectively.
The finite field F28 is a typical choice for network coding
[1], [20] and is used in the following. With F28 , linear
dependencies between randomly generated combinations are
unlikely [9], and the elements’ binary representations occupy
one byte each, which is advantageous in practical systems.
B. Network model
Our network model is a wireless network with multiple
nodes. Nodes transmit information as broadcast messages.
Such messages may be received or lost by multiple nodes
independently. We allow several nodes to be source nodes,
which generate new messages M . Both source nodes and nonsource nodes receive, re-encode, and transmit information.
Before any transmission starts, a source node holds the
complete data set, which is to be transmitted via PNC to the
sink nodes. To simplify the system model, we assume in this
work that all nodes in the network are sink nodes, which is
a typical simplification for network coding. It alleviates the
need to share topology information and improves the network
capacity utilization [21]. The generality of our results is not
affected by this simplification: if all nodes within the network
receive the data, then any single sink or few sinks trivially
have the information, too. As a consequence, a source node
of one transmission is a sink node to other nodes, as well.
C. Problem statement
According to our information model, data to be transmitted
is partitioned into different priority layers. Given this partition,
the problem statement is to find an efficient transmission process that implements the prioritization scheme that is defined
by the layers. Here, “efficient” comprises two aspects: low
per-layer delay and low number of total transmissions. The

per-layer delay for prioritized layers describes the prioritization performance, whereas the total number of transmissions
describes the overhead that is introduced. Ideally, both aspects
are jointly optimized by implementing effective prioritization
without introducing overhead.
It is impossible, however, to achieve low delay at the same
time as low overhead in all situations, as these goals may
conflict. Rather, we propose a protocol that jointly optimizes
both whenever possible and prioritizes low delay in conflict
situations. To understand the connection between delay and
total transmission number, consider an example topology with
one source node S and three non-source nodes N1 , N2 , and
N3 . Assume a simple PNC system with a generation size n =
4 and two priority layers r = (2, 2). We will now discuss two
scenarios: one where delay and overhead are in conflict and
one where both can jointly be optimized.
As the first scenario, assume nodes N1 , N2 , and N3 have
received 1, 1, and 0 linearly independent combinations of the
first layer, respectively, and only N3 has received 1 linear
combination of the second layer. Now, S sends two more linear
combinations of the first layer. Then, N1 and N2 can decode
the first layer after having received the first linear combination,
and node N3 can decode after having received both linear
combinations. However, two more linear combinations of the
second layer must be sent before all nodes can retrieve the
second priority layer. If, instead, S immediately starts sending
linear combinations of the second layer, all nodes must wait
for one more transmission before they can decode the first
layer. After only three transmissions in total (instead of four,
as before), all nodes can decode layer one and two.
As the second scenario, consider nodes N1 , N2 , and N3
have initially received 2, 1, and 0 independent combinations
of the first layer and 1, 2, 3 independent linear combinations
of the second layer, respectively. In this case, sending only
one combination of the (lower priority) second layer from the
beginning saves one transmission and achieves minimal perlayer delay.
The important observation here is that the goals of prioritization and not introducing extraneous transmissions can
conflict, but this is not always the case. Our goal is to provide
optimal prioritization first, but identify such occasions where
we can save transmissions without introducing per-layer delay.
IV. P ROPOSED A LGORITHM
In this section, we approach the problem statement with
a simplified, theoretical model: nodes have knowledge of
their neighbors’ decoder matrix rank and each layer’s linear
subspace dimension. There are no packet losses or delays.
We describe the proposed algorithm, iNsPECt, from the perspective of an individual node. In Section V, we incorporate
packet losses, delays, and the need for feedback messages in
the design of a network protocol based on this algorithm.
Our proposed algorithm combines two complementary
strategies, which we term “Ord” and “SL,” that are used
to decide which layer to select for transmission of the next
linear combination. Both strategies (and our algorithm) make
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use of the fact that when one node’s decoder matrix for a
given layer has a higher rank than its neighbor’s, sending a
linear combination is with high probability innovative. “Ord,”
short for in order, is a greedy strategy that selects layers in
strict order of prioritization; “SL” sends linear combinations
of a single layer only. Our key idea is to use strategy Ord
by default to minimize delay for prioritized layers. But we
resort to sending a lower priority layer (with strategy SL)
if it reduces the required total transmissions and does not
negatively affect per-layer delay. Strategy SL takes a target
layer i as a parameter; SL(i) sends only linear combinations
of layer i until layer i – and thus all higher priority layers, as
well – can be decoded. Obviously, SL(i) requires the minimum
number of transmissions until layer i can be decoded; and
strategy SL(|r|) equals RLNC. Strategy Ord instead sends
linear combinations of the highest priority non-decodable layer
until each neighbor can decode that layer. It then continues
with the next layer. Therefore, Ord ensures that high priority
layers are always decoded before lower-priority layers.
To determine which strategy to use, our algorithm models
the benefits of choosing one strategy over the other at any
point in time with two performance indicators. Each indicator
takes a parameter i and returns the benefits or drawbacks that
result from choosing strategy SL(i) over Ord.
The first indicator, Qrt (i), counts the savings in total number
of transmissions until each neighbor of a node can decode
layer i. Positive values indicate that using SL(i) is beneficial
over choosing Ord. The second indicator, Qdc (i), analogously
counts the additional per-layer delay (in transmissions) until
a node’s neighbors can decode layers 1 to i, cumulated over
the layers and all neighbors. Positive values indicate additional
overhead introduced by choosing SL(i). In the following, we
first derive the two indicators from our simplified system
model and then define the selection algorithm.
A. Performance indicators
(∗)

1) Reduction in transmissions: We define RTSL (i) as the
number of required transmissions until all neighbors can
(∗)
decode layer i using the SL strategy. Analogously, RTOrd (i)
denotes the number of required transmissions using the Ord
strategy. Consequently, the savings in transmissions are:
(∗)

(∗)

Qrt (i) = RTOrd (i) − RTSL (i).
(∗)
RTOrd (i)

(∗)
RTSL (i).

(x)
γl

(4)

Next, we derive
and
Let
be the number
of independent linear combinations of layer l that neighbor x
has received (and equivalently, the number of dimensions of
(x)
the linear subspace that pertains to layer l), and let Γl be the
accumulated number of received combinations from layer 1 to
(x)
l of neighbor x. Let RTSL (i) be the number of transmissions
required for a single node x to decode layer i. Layer i can
be decoded once layer i’s linear subspace has full rank, i. e.,
(x)
when Γi = Ri . Alternatively, layer i may be decoded when
(x)
a lower priority subspace has full rank, i. e., Γj = Rj for
some j > i. Thus,


|r|
(x)
(x)
(x) 
RTSL (i) = min Ri − Γi , min Rj − Γj
j=i+1
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|r|

(x)

(x) 

⇔ RTSL (i) = min Rj − Γj
j=i

(x)

.

(5)

(∗)

To generalize RTSL (i) to RTSL (i), we take the maximum over
all neighbors:
(∗)

(x)

RTSL (i) = max RTSL (i).

(6)

x ∈ Neigh.

(∗)

We construct RTOrd (i) recursively. Since strategies Ord and
SL are identical for i = 1, it holds that
(x)

(x)

RTOrd (1) = RTSL (1), and
(∗)

(x)

(7)

(∗)

RTOrd (1) = max RTSL (1) = RTSL (1).
x ∈ Neigh.

Counting the required transmissions for the (i + 1)-th layer,
we first count the transmissions from the i-th layer and then
add the remaining, maximum missing matrix rank over all
neighbor nodes:
(∗)

RTOrd (i + 1) =
(∗)


(x)
(x)
RTSL (i + 1) − RTSL (i) , (8)

RTOrd (i) + max

x ∈ Neigh.
(x)

which, if we define RTSL (0) = 0, reduces to
(∗)

RTOrd (i) =

i−1
X
j=0

max

x ∈ Neigh.


(x)
(x)
RTSL (j + 1) − RTSL (j) .

(9)

(x)

2) Per-layer delay: Analogously, we define DCSL (i) and
(x)
DCOrd (i) as the cumulative per-layer delay (in transmissions)
until node x can decode each layer up to i with the SL and
(∗)
(∗)
Ord strategies, respectively. Similarly, DCSL (i) and DCOrd (i)
define this delay cumulatively for all neighbor nodes. Our
indicator,
(∗)

(∗)

Qdc (i) = DCSL (i) − DCOrd (i),

(10)

gives the additional per-layer delay that results from choosing
strategy SL over Ord.
With the SL strategy, each node waits a timespan that is independent from the other nodes’ decoder matrix states, as each
node’s rank of layer i increases independently until full rank is
obtained. As the SL strategy only sends linear combinations
of layer i, each non-decodable layer below i of neighbor x
(x)
will become decodable after exactly RTSL (i) transmissions.
Therefore, we count the number of non-decodable layers
(right-hand factor) multiplied by the number of transmissions
required for decoding each layer (left-hand factor):
(x)
DCSL (i)

=

(x)
RTSL (i)

·

i
X


(x)
min RTSL (k), 1 ,

(11)

k=1
(∗)

DCSL (i) =

X

(x)

DCSL (i).

(12)

x ∈ Neigh.

Again, we derive the per-layer delay for the Ord strategy recursively and in two steps. First, we derive the non cumulated
(x)
per-layer delay NCOrd (i) so that
(x)

DCOrd (i) =

i
X
j=1

(x)

NCOrd (j).

(13)

Again, for i = 1 both strategies behave identically, thus
(x)
(x)
(x)
(∗)
(∗)
DCOrd (1) = NCOrd (1) = DCSL (1) and DCOrd (1) = DCSL (1).
For i + 1, we distinguish between two cases based on whether
the (i + 1)-th layer can be decoded if the i-th layer can be
decoded, which formally is the proposition:
(x)

(x)

RTSL (i + 1) = RTSL (i).

(14)

If eq. (14) holds, the induction step is trivial, as no additional
(x)
(x)
delay comes from layer i + 1: NCOrd (i + 1) = NCOrd (i).
If eq. (14) does not hold, node x requires exactly as many
independent linear combinations as it is short of full rank to
(x)
(x)
decode layer i + 1, i. e., RTSL (i + 1) − RTSL (i). Since the
Ord strategy will not start sending linear combinations of rank
i+1 until all other neighbors can decode layer i, we also have
(∗)
to wait for RTOrd (i) transmissions before the (i + 1)-th layer’s
rank increases:

(x)

NCOrd (i + 1) =


NC(x) (i),
Ord

if eq. (14) holds, else

Input: for each neighbor x ∈ Neigh., γ (x) and Γ(x)
Output: layer index
Have: n, r, R, and system parameter kahead
1: choice ← start ← first non decodable layer of Neigh.
2: lastrt ← Qrt (start)
3: for i ← start + 1, . . . , min(start + kahead , |r|) do
4:
if Qrt (i) > lastrt ∧ Qdc (i) ≤ 0 then
5:
choice ← i
6:
lastrt ← Qrt (i)
7:
end if
8: end for
9: return choice
Fig. 1. iNsPECt.
1 bit

15 bits

32 bits

32 bits

Type

Generation
number

Origin ID

Source ID

RT(∗) (i) + RT(x) (i + 1) − RT(x) (i).
Ord
SL
SL

Data

(15)
Fig. 2. Message format: general header and message specific data part.

For all nodes, we obtain:
(∗)

DCOrd (i) =

X

(x)

DCOrd (i).

(16)

x ∈ Neigh.

B. Algorithm
We have defined the two performance indicators Qrt (i),
which counts the required transmissions until layer i can be
decoded by all neighbor nodes, and Qdc (i), which counts the
per-layer delay over all neighbors and layers up to i. We now
use these indicators in an algorithm that takes a node’s state
as input and returns the layer choice as output. Whenever a
node generates and transmits a linear combination, it executes
the algorithm iNsPECt first, which is given in Figure 1.
To keep computational overhead low in practical systems,
iNsPECt introduces a system parameter kahead , which bounds
the number of layers that a node may deviate from the Ord
strategy. For large numbers of layers, bounding the deviation
with kahead not only improves our algorithm’s performance,
but allows to use optimized decoding techniques [13].
In Figure 1 line 1, the Ord strategy is employed by default.
That is, a node selects the layer with the highest priority that
any of its neighbors cannot decode. To reduce the total number
of transmissions, our algorithm uses the previously defined
performance indicators in two steps:
(1) check if a lower priority layer can save transmissions by
computing Qrt and
(2) check if the lower priority negatively affects per-layer
delay by computing Qdc .
These steps are repeatedly performed in the conditional at
line 4 for all kahead candidate layers in the loop at lines 3
to 8. Whenever a candidate layer in the loop further reduces
transmissions compared to the last candidate and does not
increase per-layer delay, it is selected as next candidate.
Finally, the selected layer is returned in line 9.

Dependent on m, the number of neighbors from which
feedback has recently been received, the algorithm’s runtime
is in O(m kahead |r|). For three layers, a common choice in
multimedia streaming [11], the runtime is linear in the number
of neighbors.
V. P ROTOCOL D ESIGN
We now describe a simple yet effective network protocol
that instantiates the layer selection algorithm for practical
systems. We describe the protocol for a single network coding
generation and a single source. The protocol is executed in
parallel when multiple sources exist in the network, and it is
run repeatedly for subsequent generations.
A. Message types
The protocol requires only two types of messages: data
messages, which contain linear combinations, and feedback
messages, which concisely encode a node’s decoder state. We
use UDP as the underlying transport protocol, because reliability is ensured by network coding’s forward error correction
properties.
The general message format is shown in Figure 2: a leading
bit is used to denote message type, and the remaining 15 bits of
the first two octets encode the generation number that the message belongs to. Origin node and source node, each encoded
using 32 bits, are used to manage neighbor state and assign
linear combinations to the correct decoding system. Each node
is assigned a unique number in the system; alternatively, the
IP addresses can be used for local topologies.
Data messages contain linear combinations, which consist
of an encoding vector and an information vector, as described
in Section III-A. If a linear combination from a layer with
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higher priority is sent, not all coefficients in the encoding
vector are used; in that case, the remaining coefficients are
set to the additive identity (i. e., “zeroes”) of the finite field.
Thus, encoding vectors contain n coefficients, whereas the
information vector consists of b symbols. Each coefficient and
symbol are elements of the finite field F28 and can be encoded
as a single byte. Data messages, therefore, have a length of
b + n + 10 bytes.
Feedback messages encode γ (x) ; that is, they encode how
many linearly independent combinations of each layer a node
x has received. This is identical to the rank of each layer’s decoder matrix or the dimension of each layer’s linear subspace.
A feedback message encodes each rank with two bytes; thus,
the total feedback message length is 2 · |r| + 10 bytes, where
|r| is the total number of layers. Since the feedback messages’
size does not depend on the generation size n nor on the chunk
size b, feedback messages are usually much smaller than data
messages.
B. Transmission mechanism
We employ a constant-rate approach to sending linear combinations. That is, every data message transmission interval
λdata , a linear combination is built according to Equation (3),
encoded as a data message, and sent when the generation
is not marked as fully transmitted. First, the iNsPECt algorithm is executed to determine the ideal layer i for building
the next linear combination. If that layer-i’s decoder matrix
has insufficient rank to generate a linear combination, i is
incremented repeatedly until a linear combination can be built.
If, initially, no feedback is available, we default to sending a
linear combination of the highest priority layer.
Whenever a layer-i linear combination is sent, the feedback
vector γ (x) for each neighbor x is incremented, presuming the
linear combination’s successful reception. In addition, a flag is
set that indicates that the feedback vector is assumed instead
of authoritative. If an assumed feedback vector indicates the
generation is fully transmitted, the node continues to send
linear combinations until an authoritative feedback message is
received as confirmation. Thereby, nodes avoid delays at the
end of each generation. By handling assumed and authoritative
feedback in this way, we ensure that layers of lower-than-ideal
priority may be selected, but never layers of higher priority.
This bias may lead to increased per-layer delay for the current
layer. It does not, however, cause additional overhead from
linearly dependent combinations, nor does it affect the lower
priority layers’ decoding delay.
On reception of a linear combination, a node first counts the
trailing number of additive identity elements in the encoding
vector to determine the combination’s layer. Next, the linear
combination is inserted into each decoder matrix that pertains
to a lower or equal priority than the linear combination’s layer.
Whether the newly received linear combination is innovative
is determined using GE. If the rank of the matrix increases,
the combination was innovative; otherwise, the new row is
reduced to additive identity elements [1].
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C. Feedback mechanism
Feedback is broadcast periodically and cumulatively for
a generation’s layers: once every feedback interval λfb , a
feedback message is created for each incomplete generation.
Usually, feedback messages are only sent when the generation
is incomplete, i. e., the node’s decoder matrix state does not
have full rank for all layers. If, however, a linear combination
for a complete generation is received, a feedback message that
indicates successful reception of the whole generation (with
Γ|r| = R|r| ) is sent once.
The feedback’s purpose is not only to inform other nodes
about the current decoder state, but it also allows other nodes
to learn about their neighborhood. When a node receives a
feedback message from a node x, it includes x in its neighbor
set (Neigh. in Figure 1) and updates γ (x) with the rank
vector that is included in the feedback message. If a feedback
message is received where the combination of origin identifier
and generation number is unknown, that message is ignored,
as the feedback contained is not helpful. Feedback vectors
and neighborhood states expire after a timeout that should
be chosen as a multiple of the feedback interval to avoid
incomplete neighbor sets.
The proportion between the data interval λdata and λfb is
important for the performance of the proposed algorithm. The
smaller the feedback interval, the better each node’s stored
feedback represents its neighbors’ decoder state, since it is
updated more often. On the other hand, even tough feedback
messages have a small size, more frequent feedback means
more network capacity is used for traffic that does not directly
contribute to the delivery of the sources’ information.
VI. E VALUATION
We compare iNsPECt to PNC’s HNC variant and RLNC,
which we both described in Section II. As a lower bound on
decoding delay, we additionally show the decoding time of the
first layer, which results from sending only linear combinations
of the first layer. We evaluate all protocols in three scenarios:
a small-scale topology with a single source and small generations that comprise few source messages to evaluate the
impact of varying feedback rates, a larger topology to show
multi-hop capabilities and support for multiple sources, and
finally a set of larger, randomized topologies to support the
generality of our results.
A. Methodology
We evaluate using the discrete event network simulator ns-3
(version 3.25) [22]. Wireless links between nodes are modeled
via YANS Wifi model [23] with 802.11g MAC and 2.4 GHz
PHY. We simulate the physical channel with the log-distance
propagation loss model1 and the Rayleigh fast fading model,
one superimposed on the other [24]. Nodes send actual linear
combinations in the simulation, so there is a (small) chance
for linear dependency even if a layer’s decoder matrix does
1 We choose the path-loss exponent γ = 3.0 and configured path loss at
the reference distance 1 m according to Friis’ model for 2.4 GHz, which is in
line with a range of office and industrial environments [24], [25].
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Fig. 3. Simulated topologies.

not have full rank. Each simulation is run for 200 s simulated
time and executed 5 times. Each repeated simulation uses
a separate sub-stream of ns-3’s MRG32k3a pseudo-random
number generator to ensure uncorrelated results [26]. Pseudorandomness is used in the simulation’s wireless fading model,
the ns-3 bit error model, which is affected by fading and
path loss, generation of NC coefficients, and exponentially
distributed variations in packet send times that we use to avoid
collisions and other synchronization effects. Since generations
take much less than 200 s to transmit, hundreds of transmitted
generations contribute to a statistically meaningful sample
size. All figures in this section show the sample mean and 95%
confidence intervals (assuming normal distribution). Error bars
may not be visible when the confidence is very high.
B. Small-scale topology
Figure 3a shows the small-scale topology: one source S
and four nodes N1 to N4 are arranged in a partial grid with
30 m grid width. Due to the grid layout, nodes N1 and N2
have 30 m distance from the center-positioned source, whereas
nodes N2 and N4 are 42 m away, which results in lower packet
delivery probability (PDR) for these nodes. We evaluate a
small generation (n = 10) with small layers r = (2, 2, 3, 3) to
highlight the effects of the layer selection and feedback rates.
The mean time until all sink nodes are able to decode layers
1 to 4, respectively, is given in Figure 4 for two different
feedback rates. Results for frequent feedback are shown in
Figure 4a: the y-axis shows the average time from beginning
to transmit the current generation until a layer can be decoded
by a node. The x-axis gives the individual layers, which
are inherently cumulative due to the hierarchical nature of
layers. It can be seen that using RLNC, the time until all
layers can be decoded is identical for all layers. Since RLNC
offers maximum protection against erasures and has the lowest
chance to send linearly dependent combinations, it gives us the
optimal decoding time for layer 4 (and thus all layers) in the
last column. The HNC strategy, being fully randomized and
independent of any feedback, provides faster recovery of the
highest prioritized first layer, identical decoding time for the
second layer, and significantly worse delay than RLNC for
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the third and fourth layer. The proposed algorithm, iNsPECt,
consistently outperforms HNC between 35.9 % and 72.3 %.
Also, the delay is just 4.5 % higher than the lower bound for
the most highly prioritized 1st layer (compared to 277.5 %
for HNC). The layer 4 decoding delay of iNsPECt is only
17.3 % higher than the optimal RLNC delay. These 17.3 %
analogously give the overhead imposed by the prioritization
scheme, since the additional delay corresponds to the number
of linearly dependent combinations that are due to prioritization. In comparison, this overhead is 83.1 % for HNC.
In a second step, we lowered the feedback rate to 1/3·λdata ,
which is quite low compared to the individual layer sizes: without losses, another layer has to be selected every two or three
linear combinations or all subsequently sent combinations are
linearly dependent. The results are shown in Figure 4b in
a format identical to Figure 4a: RLNC and HNC, working
without feedback, are unaffected by the change. iNsPECt is
still faster than HNC for all layers, but due to the lack of recent
feedback and the resulting uncertainty about the neighbors’
decoder states, the algorithm resorts to sending layers of lower
priority than necessary, which have a much lower chance of
421
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linear dependency. The downside of this approach can best be
seen in the second and third layers, where decoding delay is
still 38.8 % and 33.8 % better than HNC, but also increases
by 28.6 % and 13.1 % compared to the better feedback rate
scenario. A positive aspect of resorting to lower priority linear
combinations is that linear dependency is less likely, which can
be seen best at the fourth layer, where decoding time is not
significantly different from the former scenario. This means
that albeit iNsPECt’s per-layer delay is not as low as before,
it is still better than HNC and total prioritization overhead
compared to RLNC does not increase at all.
C. Larger topology and random topology
We now demonstrate scalability to larger ad-hoc networks
with multi-hop requirements. The larger network topology is
shown in Figure 3b and has 16 nodes in total: 4 source nodes
and 12 non-source nodes. As before, nodes are arranged in a
grid, but now we have four nodes in each row. We simulate
a larger generation with n = 50 and 4 layers with layer
sizes r = (10, 10, 15, 15). Figure 5 shows the simulation
results for medium feedback rate (λdata/λfb = 1/2) and varying
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grid distances x between neighbor nodes from 10 m to 50 m.
Figures 5a to 5c give decoding delay for layer 1, layers 1–2,
and layers 1–4, respectively.
iNsPECt allows nodes to retrieve the most highly prioritized
1st layer 74.1 %, 74.7 %, and 72.6 % faster than HNC for node
distances of 10 m, 30 m, and 50 m, respectively. Also, the first
layer’s retrieval time with iNsPECt almost matches the lower
bound; only at 40 m and 50 m distance, the results show 2.4 %
and 9.0 % delay for the 1st layer.
Results look similar for the second layer in Figure 5b, where
iNsPECt yields a 52.9 % to 51.2 % reduced per-layer delay
over HNC. Interestingly, the benefit of HNC over RLNC for
prioritized layers diminishes with greater distances between
nodes (and thus lower PDR): at 40 m distance between nodes,
HNC gives roughly the same per-layer delay as RLNC. We
attribute the poor performance of HNC with low PDR in the
large-scale scenario to inefficient multi-hop capabilities: when
the source has few opportunities to successfully transmit linear
combinations to the inner nodes in the network, low priority
linear combinations are more useful, because they have much
higher chance of being innovative.
As expected, Figure 5c shows that the last layer – and
thus all layers due to the hierarchical layer structure – is
decoded the fastest with RLNC, which has the highest level
of error protection against packet loss and the lowest chance
of sending linear combinations of layers that already have full
rank in neighbors. The delay given in Figure 5c is a direct
indicator for the total number of transmissions required for
sending one full generation. Therefore, it is also indicative
for achievable throughput. For distances at or below 30 m,
iNsPECt has at most 5.4 % overhead compared the optimum
RLNC. This overhead increases to 8.5 % at 40 m distance
between neighbors and 19.2 % at 50 m. HNC, in comparison,
results in a message overhead of 55.1 % over RLNC.
Last, we verify the system’s properties in a set of larger
randomized topologies. Figure 6 shows mean per-layer delay
for twenty different topologies where the nodes’ locations are
selected uniform at random in a 90 m × 90 m square. Again,

we see a better performance of iNsPECt than HNC for all
layers and a low total overhead of only 5.1 % compared to
RLNC. Notably, iNsPECt enables decoding the most highly
prioritized first layer 74.5 % faster than HNC.
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