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Abstract. Large-scale, value-added Internet services composed of independent
cooperating or competing services will soon become common place. Several
groups have addressed the performance, communication, discovery, and descrip-
tion aspects of these services. However, little work has been done on effectively
composing paid services and the quality-of-service (QoS) guaranteesthat they
provide. We address these issues in the context of distributed file storagein this
paper. In particular, we propose, implement, and evaluate a cost-effective, QoS-
aware distributed file service comprising a front-end file service and back-end
(third-party) storage services. Our front-end service uses mathematical modeling
and optimization to provide performance and availability guarantees at low cost
by carefully orchestrating the accesses to the back-end services. Experimental re-
sults from our prototype implementation validate our modeling and optimization.
We conclude that our approach for providing QoS at low cost should beuseful to
future composite Internet services.
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1 Introduction
Large-scale, value-added Internet services composed of independent cooperating or
competing services will soon become common place. We refer to these services ascom-
posite services. Two technology trends suggest this new class of services: the progress
toward ubiquitous Internet connectivity even from deviceswith limited resources, and
the increasing adoption of service communication, discovery, and description stan-
dards, such as the Simple Object Access Protocol (SOAP), theUniversal Description,
Discovery and Integration Service (UDDI), and the Web Service Definition Language
(WSDL). Together, these trends are forcing functionality and data into the network in-
frastructure in the form of remotely accessible services.

Composite services promise anytime, anywhere access to powerful services and vast
data sets. A composite service may use constituent servicesthat provide complementary
functionality or data. For example, a composite stock service might use a service that
provides stock quotes in some currency and a service that translates an amount of money
(e.g., a stock quote) in one currency into another. In contrast, a composite service may
use services that provide the same functionality or data. For example, a composite job-
scheduler service might use multiple job-execution services. Regardless of type, we
expect that composite services and their constituent services will provide service-level
agreements (SLAs) for a monetary charge.

In terms of structure, composite services are organized into a front-end service and
multiple independent back-end services. The front-end service monitors and aggregates
the back-end services, whereas the back-end services communicate with the front-end
service but not with each other. In the above examples, the stock and job-scheduler



services are called front-end services, whereas the stock-quote, currency-exchange, and
job-execution services are called the back-end services.

For several years, researchers have been studying composite services in one form
or another in the CORBA, Grid, and Web Service communities. These works have
mostly focused on the performance, communication protocols, discovery mechanisms,
and description of these composite services. Little work has been done on effectively
composing paid services and the quality-of-service (QoS) guarantees that they provide.

In this paper, we address these issues in the context of distributed file storage. In
particular, we propose, implement, and evaluate a cost-effective, QoS-aware composite
file service comprising a front-end file service and back-end(third-party) storage ser-
vices. The composite file service is intended to support softreal-time applications that
involve large data files, such as the visualization of large-scale scientific data (e.g., [1]).
For these applications, it is important to guarantee that data files will be available a large
fraction of the time, and that a large percentage of file accesses will be served within a
certain amount of time.

The composite service provides “soft” availability and performance guarantees, i.e.
in extreme scenarios, such as a network partition separating front-end and back-end
services, the guarantees may be violated. When these violations occur, the service com-
pensates users for the violations.

Our front-end service allows users to choose the performance and availability guar-
antees that they desire on a per-file basis. Based on the chosen availability guarantee,
the front-end service replicates the file across the back-end services. Based on both cho-
sen guarantees, the back-end services’ behaviors, and their SLAs, the front-end service
intelligently distributes the requests across the back-end services to provide the chosen
guarantees at low cost.

The front-end service uses mathematical modeling and optimization to carefully
orchestrate the accesses to the back-end services. More specifically, the front-end ser-
vice combines two algorithms: Base and OptWait. Base is reminiscent of traditional job
scheduling. It sends each request to one of the back-end services that replicate the cor-
responding file, according to a ratio determined by the mathematical machinery to meet
the file’s performance guarantees while minimizing access cost. In contrast, OptWait is
more sophisticated. It may actually send each request to multiple back-end services in
turn (starting with the cheaper ones) until the request is satisfied. The amount of time
it waits for each service to respond is determined mathematically and depends on the
probability that the service will return a reply during thattime and on the file’s per-
formance guarantee. Because we can mathematically decide on the best algorithm, our
composite service picks the best algorithm for each file.

Because our initial focus (and the focus of this paper) is on the request-distribution
aspect of our work, we have implemented a prototype of our composite service with a
single front-end file server. The server implements the NFS protocol and executes our
mathematical machinery. It communicates with client machines using a standard NFS
protocol over UDP, whereas it communicates with back-end services using XML over
HTTP. Several Internet storage services, e.g. Amazon.com’s S3 [2], could implement
the back-end services. However, for greater control of our experiments, we implemented
our own back-end services, which provide data blocks named by absolute number.



Experimental results from our prototype implementation validate our modeling and
optimization approach. Our analysis of the algorithms studies several different parame-
ters, including the performance and availability guarantees, and the characteristics and
behavior of the back-end services. Our most important results show that our composite
service is successful at providing the guarantees that it promises. The results also show
that, independently, Base and OptWait provide the lowest cost in different parts of the
parameter space, whereas our combined system always produces the lowest cost.

2 Related Work
Our work builds upon previous research on service composition, QoS-aware resource
management, and distributed file and storage systems.

Service composition.This has been an important research topic in the Web Services
community, e.g. [3, 4]. These works typically consider the QoS-aware composition of
services from constituent services that provide complementary computational function-
ality. For this reason, they do not consider request-distribution policies across the ser-
vices. Our work differs from these efforts as we study request-distribution policies that
are both QoS- and cost-aware, across functionally-equivalent constituent services.

QoS-aware resource management.A large body of work has been done on this topic,
especially in the context of networks, server clusters, andgrid environments, e.g. [5–7].
These works consider resource allocation, provisioning, reservation, and negotiation,
as well as admission-control policies in guaranteeing QoS (and sometimes optimizing
costs) for the systems’ users.

The extent of the performance guarantees provided by our composite service is lim-
ited to the front-end and back-end services’ behaviors, as well as the communication
between front-end and back-end services; the composite service cannot provide perfor-
mance guarantees about the communication between clients and the front-end service.
All other works on server-side QoS guarantees have this samelimitation. We envision
combining our QoS guarantees with those of future networks to completely eliminate
this limitation. Nevertheless, an easy approach to tackle this problem with current net-
work technology is to place front-end servers on the same local-area network as clients.
In this approach, the front-end server could be an appliance, like today’s load balancing
or storage appliances.

Although we can benefit from previous QoS works in managing the resources of
our front-end service and by leveraging network QoS, this paper focuses on request
distribution across the black-box back-end services, which allow us no control over
their resource allocation. In fact, the back-end services can themselves be distributed.
The only information about them that we rely upon is their SLAs.

Distributed file and storage systems.Most of the research in distributed file and stor-
age systems has been focused on cluster or local-area network environments, in which
resources are dedicated to the system and owned by the same administrative entity, e.g.
[8–10]. Due to their low communication latencies, these systems are amenable to small
data and meta-data transfers. In contrast, peer-to-peer file and storage systems have
also become prominent in recent years, e.g. [11–13]. These works have typically con-
centrated on achieving extreme performance scalability and availability in the presence
of high churn in the online membership of constituent nodes.



Although our composite file service can be seen as a peer-to-peer system in the
strictest sense, it lacks a few defining characteristics of previous systems, such as peers
that often become unavailable. Further, we are interested in pushing the boundaries of
traditional distributed file systems, such as NFS, by using them across the wide area.
Two papers have addressed the effect of high latencies on filesystem traffic [14, 15],
but neither of them considered QoS or costs. We expect Internet block-storage services
to become widespread in the future, as protocols such as iSCSI become more popular.

Summary of contributions. As far as we know, this paper is unique in a few respects.
First, our work seems to be the first to focus on cost- and QoS-aware request distribu-
tion across third-party services. Second, our OptWait request-distribution algorithm de-
parts from traditional scheduling policies by potentiallyassigning a request to multiple
back-end services in turn. Finally, our approach of considering the entire set of recent
response times from each back-end service, rather than using a single metric such as the
recent average response time or the maximum recent responsetime, in mathematically
determining request distributions is also novel.

3 Our Composite File Service

In this section, we discuss the basic principles behind our composite file service, our
request-distribution algorithms, and our current implementation.

3.1 Basic Principles

Overview. As already mentioned, our composite file service comprises afront-end file
service and a number of back-end block-storage services. The front-end service trans-
lates the file system API, e.g. create, read, write, unlink, into block accesses that are
forwarded to one or more back-end services. The front-end service composes the user-
requested guarantees from the back-end services at low cost. In fact, even if a single
storage service could provide the required guarantees directly to the user (who could
use a local file system and iSCSI, for example, bypassing the front-end service), the
composite file service could still provide them for a lower cost, e.g. by forwarding some
of the requests to a back-end service with lower cost per access whenever possible.

In our design, the front-end service is implemented by a number of distributed
servers for both performance and availability. Each user mounts the file system through
one of the front-end servers, which is chosen using a separate Web interface listing all
available front-end servers and their geographical locations. The same file system can
be mounted concurrently at different front-end servers. However, the front-end service
provides no consistency guarantees when read-write and write-write file sharing is not
done on the same front-end server. When the same front-end server is used, strong con-
sistency is guaranteed. To guarantee high availability andfault tolerance, all data and
meta-data are replicated across several back-end services. Furthermore, the front-end
servers only store soft state, such as a disk cache of meta-data, and keep write-ahead
logs of updates in the back-end. All files are accessible froman inode-map stored at a
few specific back-end services (and cached on the disks of thefront-end servers). Thus,
if a front-end server fails, the user can mount the file systemthrough another front-end
server, which can take over for the failed server using its write-ahead log.



Notation Definition
Afront Availability of the front-end service

Ai Availability guarantee provided by back-end servicei

(Pi, Li) Performance guarantee provided by back-end servicei:
When service is available,Pi% of requests should be served inLi time

(cr
i , cw

i , cs
i ) Read, write, and storage costs of back-end servicei

Af Availability requested by the creator of filef
(Pf , Lf ) Performance requested by the creator of filef :

When service is available,Pf % of requests should be served inLf time
Hf Set of back-end services that store filef

Sf Size of filef

rf , wf Expected percentage of reads and writes to filef

Rf , Wf Actual percentage of reads and writes to filef

P r
f , P w

f Percentage of reads and writes to filef that complete inLf time
CDFi(L) Percentage of requests served by back-end servicei in L time

pi Probability of sending a request to back-end servicei (optimized by Base)
(li, pi) Length of wait at back-end servicei and expected percentage of

requests served byi during the wait (optimized by OptWait)
Cost(f) Expected monetary cost of serving filef

AccessCostt(f) Actual monetary cost of serving filef during intervalt
TotalCost(f) Actual monetary cost of serving filef over all intervals

Table 1.Notation and definitions.

The back-end block-storage services may be provided by different service providers.
Although our front-end service treats the back-end services as “black boxes”, we do as-
sume that each back-end service is bounded by an SLA with the front-end file service.
In particular, each back-end servicei promises to meet an availability guarantee ofAi

and a performance guarantee of (Pi, Li) at a cost of (cr
i , cw

i , cs
i ). The two guarantees

specify that servicei will be servicing access requestsAi% of the time and, when it is
available,Pi% of the accesses will complete within timeLi. The SLAs are defined over
a long period of time, say one month, so that short-lived performance anomalies do not
cause SLA violations. The cost tuple (cr

i , cw
i , cs

i ) specifies that each read access costs
cr
i , each write access costscw

i , and each unit of storage per unit of time costscs
i . Table 1

summarizes the notation used in our modeling.

In computing request distributions, the front-end serviceuses the availability and
cost information from the SLAs with the back-end services. Instead of relying on the
performance guarantees provided by the back-end services in computing distributions,
we use the latency of requests as observed at the front-end service to encompass the la-
tency of the wide-area network. Specifically, the front-endservice monitors the latency
of block accesses to each back-end service over two periods of 12 hours per day. The
request distributions computed during a period of 12 hours are based on the cumula-
tive distribution function (CDF) of the latencies observedduring the same period of the
day before. For example, the request distributions computed during the afternoon on
Wednesday are based on the latencies observed during the afternoon on Tuesday. This
approach is motivated by the cyclical workloads of many Internet services [5]. We plan
to investigate more sophisticated approaches for considering block access latencies as
future work.



File creation and access.When a filef is first created, the user can specify a desired
availability guarantee ofAf and a performance guarantee of (Pf , Lf ). (Files for which
the user requests no guarantees are stored at a single back-end service and served on
a best-effort basis.) These desired characteristics, if accepted by the front-end service,
determine that it must be able to serve access requests tof Af % of the time and that
Pf % of the requests must complete within timeLf , when the service is available. If
a file access request involvesn > 1 blocks, the target latency for the request becomes
nLf . Again, these guarantees are defined over a long period of time, e.g. one month.

Obviously, we can only meet the requested availability if the front-end service itself
is more available thanAf . If that is the case, it will choose a set of back-end services
Hf to hostf that meets (or exceeds)Af . The front-end service randomly selects back-
end services from three classes – inexpensive, medium, and expensive – one at a time
in round-robin fashion. These classes are likely to correspond to services with generally
high, medium, and low response times, respectively, although that is not a requirement.
Assuming that failures are independent, the front-end service will select a set of back-
end services that satisfies the following inequality:

Afront × (1 −
∏

i∈Hf

(1 − Ai)) ≥ Af (1)

whereAfront is the availability of the front-end service. This formulation assumes
that the back-end services are always reachable from the front-end service across the
network. However, it can be easily replaced by more sophisticated formulations without
affecting the rest of the system.

The front-end will choose a minimal setHf in the sense that, if any back-end service
is removed fromHf , the remaining set would no longer be able to meetAf . OnceHf

has been chosen, the front-end service will solve a cost-optimization problem for the
two algorithms and choose the one that produces the lowest cost forf .

At this point, filef can be accessed by clients. On a read tof , the front-end service
will forward a request to a subset ofHf for each needed block according to the chosen
algorithm. On a write, the front-end will forward the request to all back-end services in
Hf to maintain the target data availability, while concurrently writing to the write-ahead
log if necessary. The front-end service only waits for the possible write ahead and one
back-end service to process the write before responding to the client. In the background,
the front-end service will ensure that the write is processed by the other back-end ser-
vices inHf as well. When write sharing is done through the same front-endserver,
this approach to processing writes favors lower latency without compromising strong
consistency; the pending writes can be checked before a subsequent read is forwarded
to the back-end.

Optimizing costs.Our request-distribution algorithms, Base and OptWait, are run by
the front-end service to minimize the cost of accessing the back-end services inHf . As
mentioned above, their respective optimization problems are solved at first during file
creation, but they may need to be solved again multiple timesover the file’s lifetime. In
particular, whenever the file is opened, a new distribution is computed but only if the
current distribution is stale, i.e. it was not computed based on the same period of the
day before. After the back-end services are selected and therequest distribution is com-



puted, the front-end service can inform the client about thecost of each byte of storage
and the (initial) average cost of each block access, given the requested guarantees. Note
that the cost of accessing the write-ahead logs is not included in the cost computations;
this cost is covered by our service fees (discussed below).

Because we select theHf back-end services randomly from three classes of ser-
vices, our cost optimization produces a “locally” optimal cost; it is possible that this
cost will not be the lowest possible cost (i.e., the “globally” optimal cost) for a system
with a large number of back-end services. Attempting to produce the lowest possible
cost would involve searching an exponentially large space of back-end service group-
ings, which could take hours/days of compute time to exploremeaningfully, even if a
heuristic algorithm were to be used. We plan to explore this issue in our future work.

The front-end accumulates the access costs accrued during the periods of stable
request distribution, i.e. in between consecutive changesto the request distribution. The
overall cost of the composite service is then the sum of the costs for each stable period.
Periodically, say every month, the front-end service charges each of its users based on
how many accesses and how much storage the front-end servicerequired of its back-end
services on behalf of the user. Formally, the total cost to becharged is:

TotalCost(f) =
∑

∀t

AccessCostt(f) + Sf

∑

i∈Hf

cs
i (2)

whereAccessCostt(f) is the access cost of each periodt of stable request distributions
since the last calculation ofTotalCost(f) andSf is the maximum size of the file since
the last calculation ofTotalCost(f). We defineAccessCostt(f) exactly below.

Service fees and compensation.Finally, note that the costs incurred by the front-end
service are actually higher than the sum ofTotalCost(f) for all files. As mentioned
above, the cost of accessing the write-ahead logs is not included inTotalCost(f). In
addition, when the client load is low, the front-end servicemay need to send additional
accesses to the back-end services to properly assess their current performance (and
availability). These extra accesses increase costs for thefront-end service; the extra
cost can be amortized across the set of users as a “service fee”.

Further, there may be situations in which the guarantees provided by the front-
end service are violated. For example, the network between the front-end service and
some of the back-end services may become unusually slow or back-end services may
start violating their SLAs. As mentioned above, the front-end service responds to these
situations by recomputing its request distributions accordingly, but the recomputations
may not occur early enough. Nevertheless, in case of back-end SLA violations, the
front-end service will be compensated for them and the compensations can be passed
on to its users. In case of network problems, the front-end service can use its service
fees to compensate users.

3.2 Base

In Base, a read request to a filef is forwarded to a single back-end servicei ∈ Hf with
probability pi. (Writes are sent to all back-end services inHf .) Base computes these
probabilities so as to minimize the cost of servicing accesses tof while respecting the



performance guarantees requested for the file. Formally, Base needs to minimize:

Cost(f) = rf

∑

i∈Hf

pic
r
i + wf

∑

i∈Hf

cw
i (3)

subject to the following two constraints:

1.∀i ∈ Hf , pi ≥ 0 and
∑

pi = 1 2. rfP r
f + wfPw

f ≥ Pf

whererf is the fraction of read block accesses tof , wf is the fraction of write block
accesses tof , P r

f is the percentage of read accesses that complete withinLf , andPw
f

is the percentage of write accesses that complete withinLf .
Equation 3 computes the average cost of reads and writes, reflecting the read-to-

write ratio (rf : wf ), and the fact that each read incurs the cost of only 1 back-end
access according to the probabilitiespi (hencepic

r
i ), while each write incurs the cost of

accessing all back-end services. Constraint 1 states that the probabilities of accessing
each back-end service inHf have to be non-negative and add up to 1. Constraint 2
requires that the percentage of reads and writes that complete within Lf time must be
at leastPf to meet the guarantees requested by the user.

We then defineP r
f andPw

f as:

P r
f =

∑

i∈Hf

piCDFi(Lf ) Pw
f = max

i∈Hf

(CDFi(Lf )) (4)

where theCDFi(L) operator produces the percentage of requests satisfied within L time
by back-end servicei, as observed at the front-end service.Pw

f is determined by the best
performing back-end service because the front-end forwards each write in parallel to all
back-end services and replies to the client when the first onecompletes.

Equations 3 and 4 together with the two constraints completely define Base’s op-
timization problem, except for how to determinerf andwf . The user can optionally
estimaterf andwf and pass them as parameters at file creation time. If the user does
not provide this information, we split constraint 2 above into two parts,P r

f ≥ Pf and
Pw

f ≥ Pf , and instantiate Equation 3 with the assumption thatrf = 1 andwf = 0.
This approach correctly but conservatively ensures that the solution to the optimization
problem provides the required guarantees forf . For details on this point, please refer to
the longer, technical report version of this paper [16].

After each periodt of stable request distributions computed by Base, we compute
the cost of accessing theHf back-end services during the period as:

AccessCostt(f) = Rf

∑

i∈Hf

pic
r
i + Wf

∑

i∈Hf

cw
i (5)

whereRf is the number of read requests andWf is the number of write requests ser-
viced during periodt.

Finally, note that a malicious client is not able to lower itsaccess costs by providing
fake values forrf andwf , since these costs are computed based on the actual requests
made by the client during each period of time.



3.3 OptWait

In OptWait, the front-end service takes the different approach of possibly forwarding
a read request to more than one back-end service. In particular, the front-end service
forwards each read request to the back-end services in sequence, from least to most
expensive, waiting for a bounded amount of time for each service to respond before
trying the next service.

l1l2
lf

p1

p2

Fig. 1. Performance CDFs for three services. An Opt-
Wait distribution might specify that a request should
be forwarded to multiple back-end services in turn.

The basic idea behind
OptWait is illustrated in Fig-
ure 1, which shows three
performance CDFs for three
back-end services. Let us as-
sume that the left-most curve
represents the most expensive
service, whereas the right-
most curve represents the least
expensive service. OptWait
would first forward a request
to the least expensive service,
waiting for an amount of time
l1. This would allow OptWait
to take advantage of the per-
centage of requests (p1) that
complete fairly quickly. If the
request did not complete withinl1 time, OptWait would then forward the request to
the medium-cost service and wait for some wait timel2. Again, the goal would be to
leverage the steep part of the medium-cost service’s CDF. If, afterl1 + l2 time, the re-
quest still had not completed at either back-end service, OptWait would then forward
the request to the most expensive service and wait for the request to complete at any of
the three back-end services.

The key to OptWait is setting appropriateli times. Like in Base, we do so by op-
timizing the access cost under the performance constraintsimposed by the guarantees
requested by the user. AssumingHf with 3 back-end services, our problem is to mini-
mize the following equation:

Cost(f) = rf [p1C1

+((1 − CDF1(l1 + l2))p2 + CDF1(l1 + l2) − p1)(C1 + C2)
+(1 − (1 − CDF1(l1 + l2))p2 − CDF1(l1 + l2))(C1 + C2 + C3)]

+wf

∑
i∈Hf

cw
i

(6)
wherepi = CDFi(li), CDFi(l) = 0 when servicei is not being used for reads (i.e.,
li = 0), Ci = 0 when servicei is not being used for reads andCi = cr

i when it is, and
li = ∞ wheni is the last service being used for reads. (We only present theequation for
the restricted case of 3 back-end services for clarity and because of space constraints.
We refer the interested reader to [16] for the general formulation.)

Equation 6 computes the cost of writes in the same manner as the Base cost function
(Equation 3), as the two algorithms treat writes in the same way. More interestingly, it



computes the cost of reads by summing up the multiplication of the probability that
each back-end service will need to be accessed by the cost of doing so. For example, if
services 1 and 2 are used for reads, the first two lines of the equation compute the cost,
whereas the third line becomes 0. The first line multiplies the probability that service 1
replies withinl1 time (p1) by the cost of accessing service 1. For the requests that are
not serviced by service 1 withinl1, service 2 would be activated. Thus, the second line
of the equation sums up the probability that service 1 does not reply within l1 + l2 time
but service 2 does reply withinl2 time ((1−CDF1(l1 + l2))p2), and the probability that
service 1 replies afterl1 but beforel1 + l2 time (CDF1(l1 + l2) − p1). The second part
of the cost is obtained by multiplying this probability by the cost of making one access
to service 1 and one access to service 2.

Equation 6 should be minimized subject to the following constraints:

1.∀i ∈ Hf , li ≥ 0 2. rfP r
f + wfPw

f ≥ Pf

where constraint 1 simply states that times have to be non-negative and constraint 2 is
the same as that for Base. (Just as for Base, the front-end service can break constraint 2
into two parts and compute costs forrf = 1 andwf = 0, if the user does not provide
information aboutrf andwf as a parameter.) We definePw

f just the same as for Base,
since the two algorithms handle writes in the same way. In contrast,P r

f is defined as:

P r
f = CDF1(Lf )

+(1 − CDF1(Lf ))CDF2(Lf − l1)
+(1 − CDF1(Lf ))(1 − CDF2(Lf − l1))CDF3(Lf − l1 − l2)

(7)

where againCDFi(l) = 0 when servicei is not being used for reads.
In plain English, the first additive component of Equation 7 represents the probabil-

ity that the least-expensive service will reply in a timely manner (withinLf time) if it
is used, the second component is the probability that service 2, if used, will reply in a
timely manner (given that a request is only forwarded to it after l1 time) but not service
1, and so on. (Again, because the general formulation and itsclosed form [16] are hard
to read, we only present the equation for a system with exactly 3 back-end services.)

After each periodt of stable request distributions computed by OptWait, we com-
pute the cost of accessing theHf back-end services during the period by replacingrf

andwf in Equation 6 byRf andWf , respectively.

3.4 Implementation

We have implemented a prototype front-end file service called Figurehead to explore
our request-distribution algorithms in real systems with real workloads. Although Fig-
urehead should be supported by multiple geographically distributed servers in practice,
it is currently based on a single node as a proof-of-concept implementation.

Figurehead consists of four components: an NFS version 2 facade that allows the
file service to be accessed through standard NFS clients, a file system that supports the
NFS facade and uses remote back-end block services for storage, an optimization mod-
ule that computes the best request distribution strategy, and a module that constantly
monitors the performance of the back-end services. All components were written in
Java and run in user space. Relevant details about these fourcomponents are as follows.



NFS facade.The multi-threaded NFS facade accepts NFS remote procedurecalls via
UDP. It implements the NFS version 2 protocol almost completely; the only calls that
have not been implemented are those dealing with symbolic links.

The one complication that the NFS protocol poses for Figurehead is that opens and
closes are not sent through to the server. Thus, whenever theNFS facade receives a
create or the first access to an unopened file, it opens the file and caches the opened-file
object returned by the file system. A cached opened-file object is closed and discarded
after it has not been accessed for 5 minutes.

File system.The file system behind our NFS facade uses the same meta-data scheme
to represent a file as the Linux ext2 file system. The inode was changed to include
information about the availability and performance guarantees requested by the creator
of a file. An inode-map maps each inode to the set of back-end services that is hosting
the file. All data and meta-data except for the inode-map are stored at the back-end
services in 8-KByte blocks. The file system communicates with the back-end services
over a Web Service interface, namely the RPC implementationfrom Apache Axis [17].

When a file is first created, the file system chooses a set of back-end services to
host the file as described in Section 3.1. It then allocates aninode, saves the availabil-
ity and performance guarantees for the file in the inode (along with other traditional
file-system information, such as owner and time of creation), enters the mapping of
inode-number→ Hf into its inode-map, and writes the inode to the appropriate back-
end services. The file system also opens the file.

When a file is opened, the file system extracts the set of back-end services that
is hosting the file (Hf ) from the inode-map, obtains their access time CDFs from the
monitoring module, reads the inode to obtain the performance guarantees, and asks the
request distribution module to compute the best request distribution strategy for the
file. This last step is not necessary when the file is being re-opened and the current
request distribution was computed based on the same period of the day before. To de-
termine whether to recompute a request distribution, Figurehead maintains information
about when each distribution is computed. When a previous request distribution exists
but a new computation is required, the computation is performed in the background
and adopted when completed. When client requests arrive, thefile system uses the file
meta-data to identify the corresponding blocks and forwards the appropriate block op-
erations to the back-end services. Reads are handled according to the current request
distribution, whereas writes are forwarded to all back-endservices inHf .

The file system maintains a write buffer to ensure that each write to a filef even-
tually reaches all of the nodes inHf . When a write request arrives, the file system
assigns a thread per back-end service inHf the task of ensuring that the write eventu-
ally reaches a particular back-end. Each write is then discarded from the write buffer
once it has propagated to all back-ends inHf . We assume that the back-end services
can handle small “overwrites;” that is, a write that only partially overwrites a previously
written block can be sent directly to the back-end services without having to read the
old data and compose a new complete-block write. This avoidsmaking small overwrites
more expensive than a complete-block write because of the need to read the block.

The file system implements two levels of meta-data caching. First, all meta-data is
currently cached on a local disk (and is never evicted) usinga Berkeley database [18].



This cache reduces the number of accesses to the back-end services by eliminating
repeated remote meta-data accesses. In fact, the cache makes the meta-data accesses
to the back-end services relatively infrequent for the large-file applications we target
(dominated by reads and/or overwrites), so these accesses are not currently reflected
in our mathematical machinery. Second, file-specific meta-data, i.e. inodes and indirect
blocks, are cached in memory for open files as the meta-data isaccessed. This avoids
repeatedly accessing the cache on disk for a stream of accesses to the same file. Meta-
data of an open file that is cached in memory is evicted when thefile is closed. Our
policy of holding a file opened in the NFS facade for 5 minutes beyond its last access
implies that meta-data for an open file is also cached in memory by the file system for
the same amount of time.

Finally, since the NFS clients cache data themselves, our file system (in fact, the
entire front-end service) does not cache data at all.

Request-distribution module.This module solves the optimization problems posed by
Base and OptWait, and chooses the algorithm that produces the lowest cost. The Base
optimization problem is solved using the linear programming solver lpsolve [19] and
produces thepi probabilities with a precision of a few decimal places. Unfortunately,
minimizing cost in OptWait is not a linear programming problem. To solve it, we con-
sider all feasible combinations of the probabilitiespi’s (in steps of 1% in our current
implementation) for the back-end services inHf to compute the bestli’s wait times.
Even though this is essentially a brute force approach, it does not take long to compute
as the size ofHf is small (typically two or three), even for highPf requirements. We
report running times for this module in Section 4.

Monitoring module. This module is responsible for monitoring each back-end service
in terms of its performance as seen at the front-end service.Specifically, this module
probes each back-end service periodically with regular block accesses (every 5 seconds
in our current implementation). With the access times measured from these accesses,
this module constructs the performance CDF for the service.

Figurehead limitations. Currently, Figurehead has three limitations. First, as we men-
tioned above, it is implemented by a single server, rather than a collection of geograph-
ically distributed servers. Second, we have not yet implemented the write-ahead log
for crash recovery. Third, the monitoring module currentlydoes not use information
from regular accesses to the back-end services, always issuing additional block accesses
to assess their performance (and availability). These extra accesses increase costs and
would not be required when the regular load on the back-end services is high enough.
We are currently addressing these limitations.

4 Evaluation
In this section, we first explore and compare the two request distribution algorithms over
the space of different costs and back-end service behaviors. We then study the impact of
using past access time data to predict current behaviors of the back-end servers. Finally,
we evaluate our prototype Figurehead implementation, and validate that it provides the
performance guarantees computed by the mathematical machinery.

Ideally, we would like to study our system using actual back-end services on the
Internet. However, at this point, there are not enough of them to provide a large range



of data. Thus, we have collected access times over a period ofclose to one month
from 50 PlanetLab machines to support our evaluation. Thesedata were collected by
running a simple block-storage service on each machine, populating each service with
5120 blocks, and randomly accessing a block according to a Poisson process with mean
inter-access time of 1 second from a client machine located at our site.

4.1 Base vs. OptWait

We first compare Base and OptWait mathematically assuming fixed access time CDFs
for the back-end services. In particular, we chose data fromthree PlanetLab nodes,
planetlab2.cs.umass.edu, planetlab1.cs.unibo.it, and
planet-lab.iki.rssi.ru, whose CDFs are shown in Figure 1. We study a set of
three nodes because they provide a sufficiently rich space tounderstand the behaviors
of the two algorithms, yet is not overly complicated to explain.
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Overall results. Figure 2
plots the average cost (Cost(f))
achieved by Base and OptWait
for a read-only workload as a
function of the per-file guar-
anteed latency (Lf ), with a
per-file percentage guarantee
(Pf ) of 95%. (The results are
similar for otherPf values.)
Each of the curves represents
a different combination of al-
gorithm and per-access cost
for each back-end service. For
example, the curve labeled
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the cost computed by OptWait whencr
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per access (what fraction exactly is irrelevant to our study). Table 2 lists the optimized
costs and request distributions for Base and OptWait for costs [5,10,15].

From these figures, we can see that neither Base nor OptWait isalways better than
the other. At the extremes, i.e. at very low or very high latency guarantees, the two
algorithms behave the same because there is no room for optimization. For very low
latency guarantees, the only choice is to use the most expensive service all the time (if
it is possible to meet the guarantee at all). For very high latency guarantees, the obvious
best choice is to use the cheapest service all the time.

In between these extremes, the relative behavior of Base andOptWait depends on
the shapes of the access time CDFs of the back-end services, as well as their costs. For
example, consider the costs achieved by Base and OptWait forcost [5, 10, 15] at latency
guarantees of 500ms and 600ms. At 500ms, Base achieves lowercost than OptWait
because it is able to use the medium-cost service 17% of the time, whereas OptWait
cannot yet use the medium-cost service (see Table 2). In thiscase, forp2 in OptWait
to be greater than 0,l2 would have to be at least 365ms, leaving insufficient time for
accessing the high-cost service should the request fail to complete at the medium-cost



Lf (ms) Base Cost Base Dist OptWait Cost OptWait Dist

500 14.17 [0,17,83] 15.00 [(0,0),(0,0),(∞,100)]
600 12.50 [0,50,50] 11.65 [(0,0),(511,89),(∞,100)]
700 10.00 [0,100,0] 10.00 [(0,0),(∞,100),(0,0)]
800 10.00 [0,100,0] 10.00 [(0,0),(∞,100),(0,0)]
900 9.83 [3,97,0] 10.00 [(0,0),(∞,100),(0,0)]
1000 9.66 [7,93,0] 10.00 [(0,0),(∞,100),(0,0)]
1100 9.46 [11,89,0] 9.80 [(923,68),(0,0),(∞,100)]
1200 9.40 [12,88,0] 9.80 [(923,68),(0,0),(∞,100)]
1300 9.21 [16,84,0] 8.80 [(794,62),(∞,100),(0,0)]
1400 8.85 [23,77,0] 8.20 [(923,68),(∞,100),(0,0)]
1500 7.86 [43,57,0] 7.10 [(1404,86),(0,0),(∞,100)]
1600 5.00 [100,0,0] 5.00 [(∞,100),(0,0),(0,0)]

Table 2. Costs and distributions with back-end service costs = [5,10,15] andPf = 95%. The
Base distributions are listed as [p1, p2, p3], whereas the OptWait distributions are listed as
[(l1, p1), (l2, p2), (l3, p3)]. l1, l2, l3 are given in ms.

service withinl2. At 600ms, OptWait does better than Base because its greateruse of
the medium-cost service, 89% vs 50%, more than offsets the 11% of the time that it has
to use both the medium-cost and high-cost service.

In general, we observe that Base can typically start using a lower-cost back-end
service before OptWait as the guaranteed response time increases. This is because Base
never resends requests. However, eventually, OptWait can use the lower-cost service
more aggressively because it can avoid the tail of the CDF by re-sending requests to the
more expensive services as needed.

Impact of the back-end service costs.Observe that Base’s distribution of requests
is independent of the ratio between the costs of the three back-end services. That is,
as long ascr

3
> cr

2
> cr

1
, Base will choose the same set of distribution probabilities

(p1, p2, p3) regardless of the ratiosc1:c2:c3. OptWait, on the other hand, may alter
its distribution strategy based on the cost ratios. For example, consider in Table 3 the
distributions computed forLf within the interval [1200ms, 1400ms] for costs [5, 6, 15]
vs. [5, 10, 15]. For [5, 10, 15], OptWait chooses to use eitherthe low- and medium-cost
or low- and high-cost services. For [5, 6, 15], OptWait only chooses to use the medium-
cost service. This is because the medium-cost service is only slightly more expensive
than the low-cost service; immediately choosing it is less costly than potentially having
to forward the request to two services.

Impact of the shape of the CDFs.Base and OptWait also behave differently with
respect to the shapes of the CDFs. In general, Base’s behavior depends on the three key
pointsCDF1(Lf ), CDF2(Lf ), andCDF3(Lf ), whereas OptWait’s behavior depends
on the shape of all CDFs between 0% andCDFi(Lf ). These dependencies can be seen
clearly in Figures 3(a) and (b). Figure 3(a) shows the CDFs for 4 back-end services
from which we derived two sets of three services{low-cost-1, medium-cost, high-cost}
and{low-cost-2, medium-cost, high-cost}.

Figure 3(b) shows that OptWait behaves significantly betterwhen using low-cost-2
in the interval [600ms, 1600ms] because low-cost-2 is substantially “steeper” than low-



Lf Back-End Base Base OptWait OptWait
(ms) Costs Cost Dist Cost Distribution

1200 [5,10,15] 9.40 [12,88,0] 9.80 [(923,68),(0,0),(∞,100)]
1200 [5,6,15] 5.88 [12,88,0] 6.00 [(0,0),(∞,100),(0,0)]
1200 [5,14,15] 12.92 [12,88,0] 9.80 [(923,68),(0,0),(∞,100)]

1300 [5,10,15] 9.21 [15.79,84.21,0] 8.80 [(794,62),(∞,100),(0,0)]
1300 [5,6,15] 5.84 [15.79,84.21,0] 6.00 [(0,0),(∞,100),(0,0)]
1300 [5,14,15] 12.58[15.79,84.21,0] 9.50 [(1064,70),(0,0),(∞,100)]

1400 [5,10,15] 8.85 [23.08,76.92,0] 8.20 [(923,68),(∞,100),(0,0)]
1400 [5,6,15] 5.77 [23.08,76.92,0] 6.00 [(0,0),(∞,100),(0,0)]
1400 [5,14,15] 11.92[23.08,76.92,0] 8.30 [(1285,78),(0,0),(∞,100)]

Table 3.Costs and distributions withPf = 95%, as a function ofLf and back-end service costs.
The Base distributions are listed as [p1, p2, p3], whereas the OptWait distributions are listed as
[(l1, p1), (l2, p2), (l3, p3)]. l1, l2, l3 are given in ms.
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Fig. 3. (a) CDFs for 4 back-end services. (b) Access cost achieved by Base and OptWait when
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{low-cost-2, medium-cost, high-cost}. Both with cost [5,10,15] andPf = 95%.

cost-1. Base is also able to leverage low-cost-2’s better behavior to improve its cost, but
less so than OptWait. The reason is that Base only leverages the fact that low-cost-2
gives a betterCDF1(Lf ) than low-cost-1, rather than the fact that low-cost-2 givesan
additional 30% of requests completing under 700ms over low-cost-1 in this interval.

4.2 Validating the Mathematical Machinery

We now validate our mathematical approach when servicing actual file system work-
loads. We also validate that the prediction of back-end service behaviors using past
access time data do not significantly degrade our QoS guarantees. First, we use sim-
ulation to analyze the mathematical approach independent of the details of an actual
implementation. Next, we evaluate our prototype implementation.

Workloads. We use two realistic workloads. The first models an interactive visual-
ization application, where the user is navigating through alarge amount of data–for
example, a large rendering model or large scientific data set. This application is exactly
the type of soft real-time application that Figurehead is designed to support.



V-B S-B V-O S-O
ExpectedSimulated ExpectedSimulated ExpectedSimulated ExpectedSimulated

Min 95 95.06 95 95.28 95.2 95.61 95 95.56
Max 95 95.89 95 97.28 97.36 97.89 97.33 98.56
Avg 95 95.48 95 96.07 96.22 96.57 95.7 96.78

Table 4. Simulation results with(Pf , Lf ) = (95%, 600ms) and costs [5,10,15].V denotes the
visualization workload,S the scientific workload,B the Base algorithm, andO the OptWait al-
gorithm. Expected is the percentage of requests expected to complete beforeLf as computed
by the algorithm.Simulated is the actual percentage of requests that completed beforeLf in a
simulation run.Min , Max, Avg are the minimum, maximum, and average values across 18 runs
using 18 half-day traces from the PlanetLab machines.

This workload is constructed based on publications on visualization systems [20–
22], and has the following attributes: a random Poisson readaccess stream with a mean
interarrival time of 50ms on a large data file. It currently does not make a difference
to Figurehead whether a read stream is random or sequential,since Figurehead does
not currently do any prefetching or caching. We assume a random read access stream
because these accesses are dependent on the user’s interactive navigation.

The second workload models a scientific application runningon a grid environment.
Although this is not a classical soft real-time application, it still constitutes an interest-
ing workload because predictability of data access can significantly reduce the burden
of resource management and coordination of the stages of a multi-stage application
such as the one described in [23].

This workload is constructed based on data extracted from [1, 23–25], and has the
following attributes: a sequential read access stream froma single large file followed by
a sequential write access stream to the same file. This read/write access stream repre-
sents a multi-phase application with an initial read phase to load input data and a final
write phase that saves the computed results. We assume that intermediate results gen-
erated between the initial and final phases are stored on local storage rather than a file
system such as Figurehead. We further assume that the initial input data and the final
results have the same size; thus, the read-to-write ratio is1:1. Finally, both the read and
write access streams are Poisson processes with mean interarrival times of 50ms.

Because the WAN latencies we consider are larger than 50ms, we assume that the
access streams of both applications are generated by a number of concurrent threads.

Simulation using a priori knowledge of back-end service behaviors.Our first ex-
periment is as follows. Take a trace of the three machines whose overall behaviors are
shown in Figure 1 over a period of 9 days. Construct a CDF for each back-end service
for each 12-hour period of the 9 days. For each 12-hour period, use the corresponding
CDF to compute the distribution using Base and OptWait forPf = 95%,Lf = 600ms,
costs [5,10,15], andcr = cw for all back-end services. Then, simulate Figurehead’s
response time for 18000 accesses for each workload using the12-hour traces that were
used to construct the CDFs. This corresponds to statisticaloracular knowledge of the
behaviors of the back-end services.

Table 4 shows the results for 18 runs of each application/distribution algorithm pair,
where each run was performed using a distinct half-day period of the 9-day trace. For



V-B S-B V-O S-O
ExpectedSimulated ExpectedSimulated ExpectedSimulated ExpectedSimulated

Min 95 92.72 95 94.28 95.2 93.83 95 95.67
Max 95 97.72 95 98.33 97.36 98.83 97.33 98.61
Avg 95 95.35 95 96.11 96.24 96.42 95.76 96.8

Failures 0 5 0 6 0 5 0 0

Table 5. Simulated results for(Pf , Lf ) = (95%, 600ms) and costs [5,10,15] when using data
access times from 12 hours ago to predict the current behaviors of back-end services. The notation
is the same as in Table 4.Failures is the number of 12-hour simulation runs that did not meet the
QoS guarantee.

both workloads under Base and OptWait, the simulation always leads to exceeding the
QoS guarantee. This is because we construct and use the CDFs in a conservative man-
ner. In particular, each CDF is represented by a set of 100 discrete points, representing
the latency corresponding to each percentage point on the CDF. Now suppose that the
mathematical engine needs a percentage value corresponding to the latency 1000ms. If
our CDF has the points (999ms, 95%) and (1001ms, 96%), then wewould return 95%,
rather than an interpolated value between 95% and 96%. We choose this conservative
approach because an interpolated value would be optimisticsometimes but pessimistic
other times, making the mathematical machinery less predictable.

An additional interesting observation to make is that mathematically, Base always
achieves a distribution that should theoretically give theexactPf required (in this case,
95%). OptWait, on the other hand, because of our discrete approach for computing the
best distribution, typically overachieves compared to therequiredPf . (Note that, for
Lf = 600ms, OptWait achieves lower cost than Base despite this overachievement.)
As shall be seen, this overachievement makes OptWait more robust when the CDF is
computed based on past data.

Impact of using past access times to predict current back-end service behaviors.
We now consider the impact of not havinga priori information on the expected behav-
iors of the back-end services. In particular, as mentioned in Section 3.1, we run the same
experiments as above but use a CDF constructed from the response times observed in
the same 12-hour period 1 day ago to predict each back-end service’s behavior in the
current 12-hour period (e.g., 8am-8pm from Tuesday to predict behavior for 8am-8pm
Wednesday). Table 5 shows the results for 16 12-hour runs (wecould not use the first
two half-day periods because they did not have any past history for prediction).

As expected, past data is not a perfect predictor of current behavior. This leads to a
number of 12-hour simulation runs where Figurehead would not be able to achieve the
QoS guarantee. In fact, approximately 35% of the runs missedthe QoS guarantee under
Base. OptWait has a comparable failure rate for the Visualization workload but was
perfect for the Scientific workload. As already mentioned, OptWait is somewhat more
resilient to the imperfect predictor because it typically overachieves compared to the
requiredPf . On the other hand, the imperfect predictor can also lead the12-hour runs
to achieve more than the QoS requirement, i.e. more thanPf of the requests complete
within Lf time. In fact, theMax values for both Base and OptWait are larger in Table 5
than in Table 4.



However, the most important observation here is thatboth request-distribution al-
gorithms provide the performance guarantees that they promisewhen the entire 8 day
period is considered (see the simulatedAvg entries). (Recall that QoS guarantees are
defined over long periods of time, such as one month.) The reason for this result is that
the QoS requirement is exceeded during the majority of the 12-hour periods, which
more than compensates for the many fewer periods when the requirement is not met.

4.3 Prototype Behavior

We now validate that our prototype, Figurehead, actually provides the performance
guarantees computed by the mathematical machinery. All results reported below were
obtained by running on 5 PCs connected by a Gb/s Ethernet switch. Each PC is con-
figured with 1 hyper-threading Intel Xeon 2.8 GHz processor,2 GBytes of main mem-
ory, and 25 GBytes of disk space. Three of the machines were used as back-end block
servers and one as the client. The other machine ran Figurehead. We always assume that
the three back-end services are needed to meet the client’s specified availability require-
ment. Again, all the experiments assumePf = 95%,Lf = 600ms, costs [5,10,15], and
cr = cw for all back-end services. To mimic a wide-area network, we inserted delays to
the completion times of accesses to the back-end services. We use the same 9-day trace
as in the last subsection; the delays were randomly chosen from the appropriate half-
day period. (We used the traces instead of running the back-end services themselves on
PlanetLab nodes for repeatability.)

Microbenchmarks. We first present results from microbenchmarks to illustratethe per-
formance of Figurehead. For these microbenchmarks, we did not inject any network
delays so that performance reflects what is achievable over aLAN. We also assume
thatrf andwf are known ahead of time; i.e.,rf is 1 when measuring read performance
and 0 when measuring write performance. We measured write performance for appends
(rather than overwrites) to a file.

Using these microbenchmarks, we find that the times requiredto read and write 1
byte of data are approximately 30ms and 66ms, respectively.Appends are more expen-
sive than reads because they require writing meta-data. Overall, Figurehead reads and
writes are about one order of magnitude slower than on a localdisk. The higher ac-
cess latency of Figurehead arises mainly from using a Berkeley database as disk cache
and the Web Services interface to access the back-end block servers. These inefficien-
cies can be easily eliminated in a production-grade implementation. However, the fairer
comparison is between accessing a back-end service throughFigurehead and accessing
it directly, both on a WAN. Because network trips dominate inthis scenario, Figure-
head would impose a much lower overhead. For example, the lowest average latency
we measured for the PlanetLab nodes is 165ms. Given this latency, Figurehead would
impose roughly a 30% degradation when all accesses are appends.

Another important issue is the overhead of computing request distributions. The
time to solve a Base and OptWait optimization problem is approximately 710us and
14ms, respectively. We found that, while the time to solve OptWait does increase with
Lf , it does so quite modestly. The reason for the slight time increase is that a higherLf

tends to generate a larger search space in OptWait. Finally,these optimization times do
not change significantly with changingPf and so we do not show those results here.



Macrobenchmarks. Finally, we ran the two workloads described in the last section
concurrently against a running instance of our Figurehead prototype. We ran each work-
load/distribution algorithm pair 4 times, each time for a distinct half-day period from the
9-day trace (the first 4 half-day periods). Overheads from the system (e.g, computing
time inside the Figurehead front-end) led to a degradation in meeting the QoS require-
mentPf by almost nothing to at most 1%. Detailed measurements show that the main
sources of overheads were synchronization delays, inaccuracies in the sleep function
used to emulate WAN latencies, and accessing the Berkeley DB. Despite these over-
heads,the prototype consistently provides the proper guaranteeswhen all the periods
are considered.

5 Conclusions

In this paper, we addressed the issue of composing functionally-equivalent, third-party
services into higher level, value-added services by developing a distributed file service.
In this context, we proposed two request-distribution algorithms that optimize costs at
the same time as providing performance and availability guarantees. To achieve this
goal, both algorithms rely on information about the behavior of the third-party ser-
vices to mathematically determine the request distributions. While one algorithm is
reminiscent of traditional scheduling policies, the otherdeparts significantly from these
policies, as it may schedule the same request at multiple third-party services in turn.

We found that both algorithms provide the guarantees that they promise. Compar-
ing the algorithms, we found that neither is consistently the best. Nevertheless, using
our mathematical modeling, the system can actually select the best algorithm for each
file a priori. Experimental results from our prototype implementation characterized its
performance and the optimized access costs under the two algorithms.

Composite services such as the one we studied are in the horizon. Based on our
experience and results, we believe that these services can benefit from our modeling
and optimization approach for guaranteeing quality-of-service at low cost.
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