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Abstract—RPL (IPv6 Routing Protocol for Low Power and
Lossy networks) is a routing protocol recently standardized
by the IETF. RPL has been designed to operate in energy-
constrained networks with thousands of nodes, and therefore
it is one of the most promising candidate routing protocols
for Advanced Metering Infrastructure (AMI) networks. In
this paper a performance evaluation of RPL is presented. An
extensive study of the protocol is carried out with particular
focus on Trickle, the algorithm adopted to control routing
update distribution across the network. The performance of the
protocol is analyzed considering different Trickle parameters
in order to capture their impact on route formation and
node power consumption. Results highlight that the non-
deterministic nature of Trickle can lead to sub-optimal route
formation especially when high message suppression is per-
formed. In order to mitigate this issue, an enhanced version of
the protocol, namely Trickle-F, is proposed in order to guar-
antee fair broadcast suppression. Trickle-F is demonstrated to
be effective in obtaining more efficient routes with the same
power consumption of the original version.
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vanced Metering Infrastructure; Wireless sensor networks.

I. INTRODUCTION

The last years have seen an exponential growth of interest

in the Internet of Things. Its vision foresees billions of

devices connecting to the Internet in extremely heteroge-

neous contexts like building automation, city surveillance

or health monitoring. A particularly challenging scenario is

that of Advanced Metering Infrastructures (AMIs) [1], which

are networked systems enabling measurement, configuration

and control of electric, gas and water distribution systems.

AMI networks are composed of a very large number of

devices, including meters, distribution system elements, and

home devices, which are distributed across a wide area

comprising both urban and rural environments. Such devices

communicate with each other using a variety of wired and

wireless technologies, and are usually involved also in packet

forwarding, thus forming a multi-hop network. A robust and

scalable routing protocol is therefore needed to cope with the

thousands of devices which can be in close proximity of each

other in a typical AMI deployment (e.g., apartment buildings

in urban centers). In addition, AMI deployments, e.g., for

water and gas distribution, can also be energy-constrained,

i.e., metering devices have no access to energy sources and

therefore are battery-operated or energy-harvesting. In such

a case, energy consumption is a critical factor to cope with

the long expected lifetime of an AMI system, and routing

mechanisms need to take it into account in order to minimize

energy use and prolong system lifetime.

In order to prevent fragmentation in the market, a Working

Group in the Internet Engineering Task Force (IETF) has

been created with the goal of defining a “Routing Protocol

for Low Power and Lossy Networks”. The result of this

standardization effort is the RPL routing protocol [2]. Be-

cause RPL was designed to operate in energy-constrained

networks with thousands of nodes, its applicability in the

deployment of AMI networks has been recently recognized

[3].

RPL takes energy consumption into account by defining

a number of energy-aware routing metrics. Moreover, it

includes built-in energy-saving mechanisms in the route

processing, like the Trickle algorithm [4] adopted to dis-

tribute route information across the network. Trickle aims in

particular at minimizing the amount of route updates broad-

cast in the network while keeping low route convergence

times. Trickle performance has been studied theoretically

[5]. However, in real deployments link quality variations

may cause message losses, which lead to long convergence

periods or suboptimal routes [6].

In this work we carry out an extensive performance

evaluation of RPL by means of simulation. Different Trickle

parameters are considered in order to analyze their in-

fluence on the route formation. Our goal is to draw a

set of guidelines to master the crucial trade-off charac-

terizing low power and lossy networks: route quality vs.

energy consumption. Simulation results show that the non-

deterministic broadcast of route update messages driven by

Trickle may bring to suboptimal route formation when high

message suppression is performed. Originally designed as

a gossiping algorithm that regulates the transmission of

the same piece of information rapidly through a network,

Trickle is not well suited for routing: the non-deterministic

message suppression performed by Trickle can cause some

nodes to remain silent for long periods resulting in some

routes to remain undiscovered. In order to overcome this

issue, an enhanced version of the original Trickle algorithm,



named Trickle-F, is proposed in order to guarantee a fair

broadcast suppression of route updates while facilitating the

discovery of all available routes. By means of simulations,

we demonstrate that Trickle-F is effective in guaranteeing

better network routes with the same number of messages

of the original version. Summarizing, our contribution is

twofold: (i) a performance evaluation of RPL with respect

to Trickle parameters which leads to a set of guidelines to

optimize routes and power consumption; and (ii) a revisited

version of Trickle that guarantees better routes with the same

energy consumption.

The rest of the paper is organized as follows. Section II

provides an overview of RPL and Trickle. The results of the

performance evaluation of RPL are shown in Section III,

while in Section IV Trickle-F is illustrated and its perfor-

mance is assessed. Section V reports on related work, and

finally some conclusions are drawn in Section VI.

II. RPL

RPL is a routing protocol specifically tailored for lossy en-

vironments and battery powered devices. The protocol takes

into account the unreliable nature of the communications

and the limited available power of the devices by minimizing

the memory requirements and the complexity of the routing

functionalities and reducing the signaling overhead. RPL

operates at the IP layer and can be used across multiple

type of link layers. In LLNs traffic is mainly directed to

one root node acting as border router for data collection.

On the contrary, traffic originated from the root node is

sporadic, while node-to-node communication is rare. RPL

design reflects this traffic pattern: RPL is a mixed proactive-

reactive algorithm which supports pro-actively nodes-to-root

traffic through the periodic emission of control messages to

form upward routes, while it handles root-to-nodes traffic

through reactive on-demand route formation. Node-to-node

traffic is not directly supported and can be delivered only

indirectly: the source node sends the message to the root

which reroutes the message downward to the destination.

RPL adopts a distance vector routing algorithm which

builds a logical topology on top of the physical network. In

particular, the topology is a Destination Oriented Directed

Acyclic Graph, DODAG for short. The root node of the

DODAG emits first DODAG Information Object messages

(hereafter DIOs for short). Non-root nodes listen for DIOs

and use the included information to join one DODAG. As

a node joins a DODAG, it starts advertising its presence

through the emission of DIO messages. Each DIO message

specifies the rank of the sender, which is a scalar measure of

the distance of that node from the root. The rank must mono-

tonically decrease on each path identified by the DODAG

towards its root. Such property is used to form the logical

topology and to avoid loops.

As DIO messages are received from the neighbors, each

node updates its view of the topology. In particular, a set

Figure 1. DODAG example

of neighbors with lower rank is selected to form a parent

set which is used for data forwarding. Among them, a

preferred parent is selected to forward traffic towards the

root. Figure 1 shows an example of one DODAG. Each node

selects a parent set (dashed and solid lines); among them a

preferred parent is selected for upward traffic forwarding

(solid line).

The rank is evaluated according to an Objective Function

(OF for short), which defines how the rank is computed and

updated. Although the rank is not meant as a path cost, it can

be derived from path metrics dependent on the distance from

the root, e.g., link quality, packet delay or number of hops.

Several OFs have been defined, such as the Basic OF [7],

and the Minimum Rank with Hysteresis Objective Function

(MRHOF) [8], which aims at reducing route flaps caused by

small metric fluctuations.

Each root node marks its DIOs with an unique DODAG

ID. Since multiple roots are allowed in the same DODAG

instance, a node potentially receives DIOs from multiple

roots with different DODAG IDs. RPL allows each node

to join only one DODAG per RPL instance.

DIO messages also specify a version number, which is

used to identify a specific DODAG instance over time. Root

nodes periodically increase this number in order to reset

all the routing information in the network and re-create the

DODAG from scratch. When a node receives a DIO with

a new DODAG version number, it resets all the routing

information and starts over the preferred parent selection

procedure. This practice called global repair is defined

to repair broken links and remove discontinued parents.

Nevertheless, when a link or a node becomes disconnected,

the children remain out of service until the the global reset.

Since this time can be in the order of minutes or hours, a

local repair procedure is also defined to fix unavailability

of local routes in a short time.

Each node forwards upward traffic to its preferred parent.

In order to support also downward traffic, nodes generate

on-demand a Destination Advertisement Object message

(hereafter DAO for short) which propagates destination

information upward in the DODAG. Intermediate nodes

process and forward the message according to the mode

of operation of the network: non-storing mode and storing

mode. In non-storing mode, intermediate nodes have limited



resources and can not store routing information. In this

mode source routing is performed: the root calculates the

path by means of the information received in the DAOs.

Intermediate nodes forward the message to one of their

neighbors according to the path specified by the sender in the

packet header. In storing mode, instead, each intermediate

node stores a routing table and the classical hop-by-hop

routing is executed.

A. The Trickle algorithm

The Trickle [4] algorithm, originally designed for polite

gossiping in multi-hop wireless networks, has been adopted

by RPL to regulate DIO broadcast transmission so as to

reduce nodes’ energy consumption.

The rationale behind Trickle is as follows. DIO broadcast

transmission is performed by each node on a periodic basis.

However, a node can suppress the transmission in a given

period if enough DIO messages have been already overheard

in the recent past from its neighbors. Moreover, the period

is dynamically adapted depending on the ‘steadiness’ of

the information carried by received DIO messages: if the

information is deemed “consistent” with the current route

configuration, the period length is exponentially increased.

Otherwise, if it is not consistent, the period is reset to the

minimum value to boost spreading of the new information.

In this manner, promptness is preserved while the number

of DIO messages transmitted overall is highly reduced, thus

resulting in much energy saved by each node.

More in detail, Trickle operates on each node as follows.

Each transmission period is halved into two subsequent

time intervals: the listening interval and the transmitting

interval, respectively. At the beginning of the period, a DIO

message transmission is scheduled at a random time t in

the transmitting interval. Up to t, the node keeps track of

received messages by incrementing a redundancy counter c

each time a new DIO message is received. At time t, if c is

below a redundancy threshold k, the node actually transmits

the DIO message, otherwise the transmission is suppressed.

Finally, let τ represent the length of the current transmission

period. At the end of the period, if only consistent messages

were received, τ is doubled, i.e., the length of the next period

is doubled with respect to the current one, until a maximum

value Imax is reached. Otherwise, if an inconsistent message

was received, τ is reset to a minimum value Imin. In any

case, at the end of the interval, c is reset. Fig. 2 illustrates

an example of Trickle operation with DIO transmission

suppression in the case of four nodes and k = 2.
RPL specifies the conditions determining inconsistent

events which cause the reset of the Trickle timer. In particu-

lar, a reset is mandatory when the DODAG version number

of a DIO message is newer than the current one, i.e., when

a global repair procedure has been triggered, or when a

loop in data forwarding is detected. A reset in reaction to

other events, like, e.g., a change in the parent set or a new

n1

n2

n3

n4

τ

t

K=2
DIO transmission

DIO suppressed

Listening interval

Figure 2. Example of Trickle operation with four nodes, k = 2.

value of the rank, is not mandatory and left implementation

dependent [2]. In order to highlight how Trickle influences

routing performance, our RPL implementation does not

consider such events as inconsistent. The study of the impact

of different reset policies is left for future work.

III. PERFORMANCE EVALUATION

In this section we illustrate the results of the perfor-

mance evaluation. Simulations are carried out by means of

Omnet++ 4.21, a well known discrete event simulator. The

RPL algorithm along with the 6lowpan encapsulation and

header compression mechanisms as defined in [9] have been

implemented into the MiXiM-INET integrated framework.

Two different topologies are considered: a regular topology,

where nodes are placed forming a grid with a fixed distance

in-between, and a random topology, where nodes are placed

randomly following a uniform distribution inside a play-

ground. All the nodes communicate on the same channel

through a wireless transceiver equipped with the CC2420

chip2. The IEEE 802.15.4 MAC layer is configured in non-

beacon mode with 64-bits addressing. IPv6 packets are

encapsulated into IEEE 802.15.4 frames using 6LoWPAN

[9] with HC2 compression.

In order to guarantee route stability, MRHOF is adopted as

OF. The expected transmission count (ETX for short) [10] is

selected as link cost metric. RPL unreliability in measuring

the quality of links is highlighted in [11]: the absence of

periodic probing traffic makes difficult to evaluate accurately

the link costs which are measured only when data traffic is

sent. In order to focus only on the evaluation of the routing

algorithm, in our simulations we assume that the cost of

each link is evaluated off-line and provided to the routing

algorithm. For each topology, one single DODAG root node

is selected.

The trade-off between route efficiency and node energy

consumption is evaluated through the following metrics. The

node energy consumption is derived from the transmission

power consumption PT , measured through the model pro-

posed in [12]:

PT = PT0 + Ptx · η (1)

1Omnet++, Discrete Event Simulation System, http://www.omnetpp.org
2CC2420, Single-Chip 2.4 GHz IEEE 802.15.4 Compliant RF

Transceiver, http://www.ti.com/product/cc2420



Table IV
SYSTEM AND SIMULATION MODEL PARAMETERS

Name Value

Transmission Power 1.0 mW
Receiver sensitivity -94 dBm
Channel Frequency 2.4 GHz
Channel Model Path Loss model
Path loss exponent 5 (indoor)
Pt0 26.5mW
η 0.0375

Table V
RPL AND TRICKLE PARAMETERS

Name Range

Imin 2
3, 25, 27, 29, 211 ms

Imax Imin · 20

Treset 1035, 100663 s
k 1 - 15
Parent set size 1, 3

where PT0 is the constant energy consumption due to Digital

Signal Processing (DSP) and front-end circuits during trans-

mission, η is the drain efficiency and Ptx is the transmission

power. The quality of the route towards the root node is

measured through the path stretch defined as the difference

between the route cost and the cost of the shortest path. In

order to measure the quality of routing network-wide we

define the network stretch as the ratio between the number

of nodes with a patch stretch greater than 1 and the total

number of nodes. The transient period between two DODAG

resets is simulated in each run. Metrics are measured when

the first DODAG is formed (all the nodes have joined the

DODAG), and at the end of simulation (right before the next

DODAG reset). Different values of simulation duration are

considered in order to simulate different periods between

two DODAG resets, Treset.

Table IV summarizes the system and simulation parame-

ters, Table V shows the RPL and Trickle parameters varied

in our simulations.

A. Grid topology

In this first set of simulations a grid topology is consid-

ered. Two grids of different size are simulated: a 20x20 (400

nodes) grid and a 10x10 grid (100 nodes). In each topology,

nodes are placed 10 meters far from each other. Since the

results for the 10x10 grid confirmed the conclusions drawn

for the 20x20 grid, for the sake of brevity we present only the

results for the latter scenario. In order to obtain statistically

sound results, 200 independent replications with different

seeds are run for each scenario. The average value of each

metric with its 5% confidence interval is reported.

Figures 3 and 4 illustrate the performance of the first

DODAG formation. Figure 3 shows the formation time,

i.e. the time needed for all the nodes to receive at least one

DIO message. As can be seen, the lower Imin is, the sooner

the first DODAG is formed and the sooner all the nodes

can send upward traffic, i.e., short communication intervals
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Figure 3. Average formation time first DODAG, grid topology
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Figure 4. Average network stretch, first DODAG, grid topology
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Figure 5. Average network stretch, Treset = 1035s, grid topology

facilitate a quick formation of the first DODAG, because

more messages are broadcast in the same amount of time.

Formation time is only slightly influenced by k, considering

the regular topology of the grid the message suppression

does not delay significantly the discover of at least one

route by each node. Figure 4 shows the quality of the routes

of the first DODAG. As expected, the quality is mainly

influenced by Imin: higher Imin values result in longer

formation time, however, with better routes. The quality of

the routes depends also on the suppression coefficient k:

the lower k is, the higher the network stretch is. As nodes

suppress messages, less paths can be discovered during the

first DODAG formation.

Figures 5 and 6 illustrate the average network stretch

when Treset is set to 1035s (17 min) and 100663s (1677

min), respectively. As for the first DODAG, the higher the
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Figure 6. Average network stretch, Treset = 100663s, grid topology
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Figure 7. Average path stretch network map, Imin = 2
11, K = 1,

Treset = 1035s, grid topology

message suppression is, the higher the network stretch re-

sults. As expected, as more messages are broadcast through

the network, new shorter paths are discovered, hence less

nodes suffer from suboptimal routes. As Imin decreases

the overall network route stretch reduces. This can be

explained considering the fact that more messages are sent

over the same period of time, which allows more routes to

be discovered. These results show how Trickle can lead to

suboptimal routes especially with low values of k, even with

large Treset values. This can be explained by looking at the

spatial distribution of the path stretch. Figure 7 illustrates the

average path stretch of each node when Imin = 211, K = 1
and Treset = 1035s, the scenario in which this behaviour is

more stressed. As can be seen several nodes do not discover

the shortest path, some of them discover only routes with

a high stretch. This can be explained considering the fact

that they receive less messages then the others and hence

the shortest path remains undiscovered.

Figure 8 illustrates the other side of the trade-off: the

average energy consumption per node. As can be seen, the

shorter the Imin is, the larger the number of sent messages

is, hence resulting in a higher energy consumption per node.

The energy consumption is strongly influenced by the value

of k: the lower it is, the lower the energy consumption is. As

k increases from 1 to 13, the energy consumption of each

node increases since less transmissions are suppressed. With

k equal to 13, the energy consumption reaches its maximum
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Figure 8. Average energy consumption per node (mJ), Treset = 1035s,
grid topology
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Figure 9. Average formation time first DODAG, uniform topology

value, i.e., no suppressions are performed and packets are

always forwarded regardless of the number of consistent

transmissions received.

B. Random topology

In this second set of simulations an irregular random

scenario is considered. Following a uniform distribution, 100

nodes are placed in a rectangular playground with 100m

side. The obtained topology is verified to be connected,

i.e., every node has at least one neighbor and one path to

reach the root node. Links with ETX greater than 5 are

excluded from routing and shortest path evaluation. In order

to compensate for the higher randomness of this topology,

1000 independent replications with different seeds are run

for each scenario.

Figure 9 shows the first DODAG formation time. The

same conclusions drawn for the grid topology still hold. It

is important to highlight how the random topology benefits

more than the regular one from using higher k values, i.e.,

the formation time decreases more rapidly as the suppression

threshold is increased. This can be explained by considering

the quality of the links in this topology: rather than a grid, a

random topology is characterized by a high heterogeneity

of the quality of its links. The high packet loss of bad

links delays the discovery of certain routes, i.e., lossy links

require several messages to be sent before being discovered.

For this reason, isolated nodes connected to the rest of the
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Figure 10. Average network stretch, first DODAG, uniform topology
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Figure 11. Average network stretch, Treset = 1035s, uniform topology
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Figure 12. Average network stretch, Treset = 100663s, uniform topology

network only through links with high ETX require more time

to join the DODAG. As nodes broadcast more messages,

the probability for those nodes to receive a DIO message

increases, thus reducing the time for the DODAG formation.

Figure 10 shows the network stretch at the time of the first

DODAG. Similar to the grid case, when low k values are

adopted, half of the nodes are characterized by suboptimal

routes. Although also in this scenario the network stretch

depends on k and Imin, the presence of links with high

ETX values increases the amount of messages necessary

to improve the quality of the routes, i.e., higher values

of k reduce less dramatically the number of nodes with

suboptimal routes in comparison with the results obtained

with the grid topology.

Figures 11 and 12 illustrate the network stretch at the

end of the simulation with two different Treset, 1035s and

100663s respectively. As can be seen, the same behavior

displayed in the grid scenario is shown. However, it is

important to notice that the shortest path can not be reached

even with high k values. This can be explained with the
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Figure 13. Average energy consumption per node (mJ), Treset = 1035s,
uniform topology

presence in the shortest paths of links with very high ETX

values, which are likely included since they can cover large

distances and allow the sink node to be reached with few

hops. The discovery of these routes, however, requires a long

time which is beyond the Treset period durations considered

in our simulations.

Finally, Figure 13 shows the average energy consumption

for each node. Since this metric is strictly dependent on

the number of packets transmitted, the obtained results are

the same as in the grid case. A close comparison with

the results of the grid scenario highlights a slightly higher

energy consumption for low k values. This can be explained

by considering the lower density of nodes which causes a

higher number of transmissions also with low values of the

suppression threshold.

C. Trickle setting guidelines

An analysis of the obtained results at large can provide

a set of guidelines to tune Trickle parameters. Low Imin

values result in the creation of the first DODAG within

a short space of time, however its routes are suboptimal

and need extra time to be refined. This behavior highlights

a trade off time vs route quality for the formation of the

first DODAG, suggesting that the Imin value should be

tuned according to the Treset: if RPL is characterized by

frequent DODAG resets (low Treset values), the priority is

to form the DODAG as soon as possible regardless of its

quality. On the contrary, if higher reset periods are adopted,

larger values can be selected. The redundancy threshold

k, instead, can be used to regulate the trade-off between

energy consumption and route quality: low k values reduce

the energy consumption of each node, resulting however in

suboptimal routes.

IV. TRICKLE-F: FAIR BROADCAST SUPPRESSION

Simulation results presented in Sect. III suggest that

suppressing DIO message broadcast by means of Trickle

may lead to sub-optimal route formation. The more Trickle

parameters are configured to suppress a larger number of

messages in each neighborhood, the more this phenomenon

is noticeable.

We explain this behavior as follows. Trickle was originally

designed as a gossiping algorithm: its original goal was



to spread the same piece of information across a network

rapidly with a minimum number of messages. Routing

information updates, as those carried by DIO messages,

are instead strictly dependent on the source of the mes-

sage: suppressing one transmission or another is not always

equivalent, since the two suppressed messages carry different

information. Should some node be not allowed to send

any message for a long time, some routes may remain

undiscovered and therefore unused for such a time even

though they are better than those currently active in the

DODAG. The original Trickle algorithm provides each node

with equal average broadcast transmission probability in the

long run. However, we claim that for routing purposes it is

important that every node is given the opportunity to share

its routing information in the shortest possible time scale,

so as to allow the quick discovering of all available routes,

and then choose the best ones according to the established

routing metrics.

Based on previous observations, we propose a modified

version of the Trickle algorithm, i.e., Trickle-F, which

aims at guaranteeing a fair short-term broadcast suppression

among nodes in a neighborhood in order to facilitate the

rapid discovery of all available paths. The rationale behind

Trickle-F is to prioritize each node strictly depending on

the number of consecutive suppressions: the longer the

time spent by a node without transmitting, the higher its

transmission priority in the next round. In order to achieve

this, Trickle-F introduces a modification to the original

algorithm in the computation of the start time and length

of the next transmission period.

A pseudo-code of Trickle-F is presented in Algorithm 1.

The modifications with respect to the original design are

highlighted through “+” and “-” signs, to indicate a statement

that has been added or removed, respectively. In order to

provide broadcast fairness, each node keeps track of s, the

number of continuous communication intervals in which a

message transmission has been suppressed. At time t, if a

DIO is transmitted, s is reset; otherwise, the counter is incre-

mented. Each node gets a transmission priority proportional

to the number of last consecutive suppressed transmissions.

Priority dependence on s is enforced by modifying the length

of the listening and transmitting intervals. Each transmission

period τ is not halved as in the original algorithm: the

listening and transmitting periods are set to a variable

length which is proportional to the number of suppressed

transmissions, τ

2s
. At the beginning of each period, the

transmission instant t is selected in a sub-period depending

on s as follow: [ τ

2s+1 ,
τ

2s
]. This ensures strict prioritization

of the sub-periods according to s: the larger s is, the closer

the sub-period is. This modification guarantees that nodes

that have waited longer get higher transmission probability,

while nodes that have been suppressing the same number of

transmissions will have the same transmission probability. It

is important to highlight that each node still has a listening

Algorithm 1 Trickle-F

function INITIALIZATION()

τ ← Imin

+ s← 0

function INTERVALBEGINS()

c← 0
− t← random( τ

2
, τ)

+ t← random( τ

2s+1 ,
τ

2s
)

function CONSISTENTTRANSMISSIONRECEIVED()

c← c+ 1

function TIMEREXPIRES()

if k ≥ c then

Transmit DIO

+ s← 0
else

+ s← s+ 1
end if

function INTERVALENDS()

c← 0
if InconsistentTransmissionReceived then

I ← Imin

+ s← 0
else

I ← I × 2
if Imax ≤ I then

I ← Imax

end if

end if

n1

n2

n3

n4

τ

t

K=2
DIO transmission

DIO suppressed

Figure 14. Example of Trickle-F operation with four nodes, k = 2.

sub-period equal to τ

2s+1 : this allows to overcome the short-

listen problem as in the original design [13].

Fig. 14 illustrates an example of Trickle-F operation in the

same scenario as that in Fig. 2 in the case of four nodes and

k = 2. This time, nodes 1 and 2 schedule DIO transmission

in a shorter next transmission period (as a matter of fact,

during the listening interval of nodes 3 and 4) and therefore

get priority over nodes 3 and 4, which transmitted in the

previous period.

A. Performance evaluation

In order to evaluate our proposal, we run the same

set of simulations in both regular and random topologies.

Figures 15 and 16 illustrate the network stretch in the grid
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Figure 15. Average network stretch Trickle-F, Treset = 1035s, grid
topology
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Figure 16. Average network stretch Trickle-F, Treset = 1035s, uniform
topology
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Figure 17. Average energy consumption per node (mJ) Trickle-F, Treset =

1035s, grid topology

and random scenarios, respectively. As can be seen the

modifications succeed into reducing the number of nodes

with suboptimal routes, i.e., better routes are discovered

by the routing algorithm for the same value of k. As

shown in Figures 17 and 18, the same energy consumption

of the original Trickle is guaranteed. This advantage can

be exploited to obtain better routes with the same energy

consumption, or to obtain the same quality of routes with

lower energy consumption.

Better routes are achieved through the spatial fairness

among the nodes. Figure 19 shows the average number of

suppressed transmissions for each node, on the left with the

original Trickle, on the right with Trickle-F. Apart from

the nodes at the border which suppress less transmissions

due to their reduced neighborhood size, Trickle-F succeeds

into guaranteeing a more fairness in the distribution of the

suppressed transmissions all over the network.
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Figure 18. Average energy consumption per node (mJ) Trickle-F, Treset =

1035s, uniform topology
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Figure 19. Average suppressed DIO messages per node trickle normal vs
Trickle-F, I = 2

11, K = 1, grid topology

V. RELATED WORK

Recently the interest in low power and lossy network

increased, as RPL implementations for operating systems

like Contiki3 and Tiny OS4 testify. As the interest in RPL has

grown, a few studies have been carried on with the goal of

assessing its performance. Almost all of them, evaluate the

performance of the routing protocol at the steady state, with-

out considering the transitory phase between two DODAG

resets. Each work usually focuses on a specific case of

use. A performance evaluation specifically tailored for smart

metering systems is presented in [14], [15], [16]. However,

RPL is evaluated only considering high level metrics such

as end-to-end traffic-related metrics and not sensor specific

onse such as power consumption.

The work in [17] evaluates RPL in comparison with

a different routing protocol, LOAD. The latter is derived

from AODV and supports different types of traffic flows.

The influence of ETX link estimation on RPL stability is

evaluated in [18]. To the best of our knowledge, the work

in [18] is the first one highlighting the possibility that the

algorithm can have long convergence times, especially when

certain settings are adopted. However, its focus is only on

link quality estimation. A performance evaluation of RPL

is presented in [19], which specifically considers the impact

of the Trickle timer on the performance. However, Trickle

is compared with periodic message broadcasting without

considering its parameters. Both [20] and [11] consider the

performance of the DODAG construction in their analysis.

However, Trickle parameters are kept fixed in the evaluation.

3http://www.contiki-os.org/
4http://www.tinyos.net/



Differently from the other works proposed in literature,

we evaluated how Trickle dynamics influence the DODAG

formation in RPL, and how this is influenced by its settings.

To the best of our knowledge, this is the first work consider-

ing different parameters and studying their influence in the

overall performance of the system.

VI. CONCLUSIONS

In this work we presented a performance evaluation of

RPL with particular focus on Trickle and its parameters.

Simulation results showed how the routing behavior is

affected by Trickle settings. A set of guidelines was derived

from simulation results to optimize network formation time,

route quality and energy consumption.

Simulation results highlighted how the transmission sup-

pression policy can lead to suboptimal route formation.

In order to overcome this issue, we proposed a set of

modifications to the original algorithm in order to increase

the spatial fairness in message transmission and facilitate the

discovery of all the routes in the network. Simulation results

demonstrated the validity of our proposal.
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