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Abstract—This paper proposes an approach to automatise
the management of faults, covering the different segments of
a network, and the end-to-end services deployed over them.
This is model-based approach addressing the two weaknesses of
model-based diagnosis namely deriving an accurate model and
dealing with huge models. To address the first point, we propose
a solution called self-modeling that formulates off-line generic
patterns of the model, and identifies on-line the instances of these
patterns that are deployed in the managed network. The second
point is addressed by an active (self-)diagnosis engine, based on
a Bayesian network formalism. This consists in reasoning on
a progressively growing fragment of the network model: more
observations are collected and new tests are performed until
the faults are localized with sufficient confidence. This active
diagnosis approach is experimented to perform cross-layer and
cross-segment alarm management on an IMS network.

Index Terms—Self-modeling, Self-diagnosis, Fault localization,
Alarm correlation, Bayesian networks, IMS

I. INTRODUCTION

While modern networks and services are continuously grow-

ing in scale, complexity and heterogeneity, the management

of such systems is reaching the limits of human capabili-

ties. Technically and economically, more automation of the

classical management tasks is needed. This has triggered a

significant research effort, gathered under the terms ‘self-

management’ and ‘autonomic networking’.

One important management task is the processing of faults

and alarms [1]. Traditionally limited to alarm filtering and

simple rule-based event correlation, this task moves towards

large-scale, cross-layer and cross-segment fault monitoring.

Many approaches to fault management rely on black-box or

learning methods ( [2], [3], [4]–[7]). However, their shortcom-

ings make them appropriate for simple and small scale event

correlation over fixed topologies, where training can safely

converge. To progress towards the more ambitious objectives

mentioned above, one must adopt a model-based strategy.

Several contributions adopt this strategy. Some of them

compile expert knowledge about malfunctions and their conse-

quences, or symptoms and their causes, into causal graphs [8],

[9] and [10]. Others model or learn from data the dependencies

between resources, initial faults and observable symptoms, and

compile them into Bayesian networks or related objects [11]–

[14]. The inference engine on such structures is a well cov-

ered topic, and the distribution of these techniques is also a

well paved trail [14], [15]. However, model-based techniques

always raise two major difficulties: a) how to derive such a

model, suited to a given network at a given time, especially

to capture several network layers and segments (see open

problems 1, 4 and 6 in [1]) and b) how to reason on a

potentially huge model, especially to manage a nation-wide

network for example. This paper proposes a contribution to

these two issues.

Obtaining a model of the managed network is far from sim-

ple, particularly to capture inter-layer and inter-segment fault

propagations. The proposed self-modeling approach consists

first in identifying the different families of managed network

resources, and how these resources are structured and rely

on one another. This yields a collection of generic patterns

of resources and their dependencies, designed according to

a specific grammar. Secondly, by exploring the managed

network, one can then create as many instances of these

generic patterns as discovered in the network topology. As

these instances share some resources, this construction results

in a large scale structure where similar patterns are duplicated

and partially overlap. The model obtained in that way perfectly

matches a given network, and can be used for diagnosis, and

possibly for failure impact analysis.

Regarding the diagnosis engine, we propose to translate

the model of network resources and their dependencies into

the Bayesian network (BN) formalism, which seems to reach

some consensus in the network management community. But

dealing with possibly huge models may make Bayes nets in-

appropriate. Therefore we propose to adapt the BN formalism

to explore only part of the model, starting by the resources

involved in a given malfunction to be explained, and pro-

gressively introducing/revealing more resources (i.e. variables)

to reach new observations and making new tests, in order to

locate the origin of the malfunction with more precision.

To support these two research directions, we consider the

management of failures in IMS networks, capturing several

network segments, and the end-to-end services running on top

of them [16]. Section II shows how this use-case structures the

nature of models that should be used for cross-layer and cross-

domain fault correlation. Section III illustrates on a simple

example the typical reasoning that can be performed on a

model obtained by self-modeling. Section IV formalizes this

approach as a progressive inference problem on a generic

Bayesian network, a possibly large BN made of many over-

lapping similar patterns of variables. A set of experiments

demonstrates how the algorithm progressively explores the

model, picking the most informative observations, in order to

locate a failure. Finally, the concluding section explains how

we plan to pursue this work towards a true experiment of IMS

network management, and give hints on the extension of this

work towards failure impact analysis and healing suggestions.978-3-901882-48-7 c© 2012 IFIP
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II. STRUCTURE OF IMS NETWORKS

A. Four multiresolution layers

Starting from standard descriptions of IMS networks, the

objective here is to identify the network resources involved in

such networks, their structuring and their dependencies, which

will be the knowledge used to diagnose malfunctions.

IP

Fig. 1. IMS networks are hierarchically organized structures.

Figure 1 illustrates the generic architecture of an IMS

network, which can be organized into four layers (three dis-

played), each one gathering resources of a specific nature. The

term ‘resource’ covers both physical equipment in charge of

transport, pieces of software running over them, but also pro-

cedures, and finally high level capabilities. The physical layer-

comprises an access network and a core network. The access

network is made of metro-access and metro-core segments.

The metro-access decomposes into smaller segments: first mile

and aggregation. Aggregation and metro-core segments are

connected via one or more BRAS. The metro-core segment

is connected to the core network, containing the IMS service

platform, via routers such as the Session Border Controller

(SBC). The physical layer architecture is essentially hierar-

chical: it is made of specific equipment connecting various

network segments, the latter being decomposable into other

physical equipment connecting smaller network segments, etc.

The functional layer refers to the TISPAN NGN IMS func-

tional architecture [17] and is made of three main subsystems.

The Network Attachment Subsystem (NASS) [18] provides

registration at the access level and initialization of the User

Equipment (UE) for accessing to the multimedia services. The

Resource and Admission Control Subsystem (RACS) [19] is

in charge of policy control. Finally the Core IP Multimedia

Subsystem [20] (core IMS) is in charge of session initiation,

provisioning and termination for multimedia services directed

to terminal users. Subsystems are hierarchical objects, com-

prising several functions (listed within each main box of the

functional layer in Fig. 1) that communicate with each other

via interfaces (also called reference points). Various solutions

exist to map these functions to physical equipment (or nodes)

and the authors in [21] compare different implementations.

Fig. 1 reflects a possible implementation with an xDSL-based

access network. This embedding is modeled by a ‘supported

by’ relation between a function and a physical equipment. This

is a first example of resource dependency since the failure of

an equipment generally impacts the functions running over it.

The procedural layer describes the procedures involved in

the normal operations granting access to IMS services. Such

procedures, described in standards, have a multi-resolution

structure: they decompose into stages or phases, that them-

selves decompose into sequences (or partial orders) of re-

quest/answer between functional elements of the NASS, RACS

and Core IMS (see Fig. 3 for an example). Each such

request/answer decomposes further into exchanges over in-

terfaces that obey standard protocols, such as DHCP, SIP

or Diameter. The execution of a procedure positions state

variables, some of which are observable or can be tested. For

example, the correct getting of an IP address proves that the

network attachment of the User Equipment (via the NASS)

was correctly performed (see Fig. 3). Procedures, phases, and

their smaller elements depend on each other, in the sense that

they are (partially) ordered in time, which we denote by an

‘executed before’ relation. But they are also ‘supported by’

the functions and interfaces of the functional layer that run

these procedures. This information is easily accessible in the

standards, and reveals another form of dependency between

resources.

A fourth layer, not illustrated in Fig. 1, describes more

complex service ‘capabilities’ that are obtained by assembling

procedures in an appropriate manner. Examples are the ability

to establish a connection with an AS, the ability to make calls

from a city to another one, or within the same city, the ability

to call a user located in the IMS network of another operator,

etc. Such capabilities provide high-level indicators of the

network state. They can be both tested (e.g. in view of failure

impact analysis), and used as an entry point (i.e. as a model) to

enable a diagnosis when a user complains about some service.

These network capabilities are only partly derivable from the

standards, and should mostly reflect the main functions an

operator wishes to check and diagnose in its network.

B. Generic model vs network instance: self-modeling

The four-layer model described above is generic since it

defines the different types of network resources involved, how

they interact and depend on each other. Most of it derives

from the standards or best practices of an operator, but part of

it must be designed by an expert. This work is facilitated by

the relatively small size of this generic model, by the existence

of a grammar defining how objects can be related, and by the

hierarchical nature of the model. This allows one to model

each layer by progressive refinements, thus selecting the finest

granularity at which one wishes to manage the network.

The generic model defines the building blocks of a network,

from a management perspective, but the actual network one

has to manage contains many instances of these elements.

Borrowing to object oriented programming, the generic model

is a class diagram, while one has to monitor an object diagram.

The actual network can be represented as a large collection of

instances of the patterns described in the generic model, and

these instances overlap on some common resources. This is
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Fig. 2. An IMS network instance: physical layer, with mention of the
supported functions of the functional layer.

illustrated in Fig. 2, where several users of an access network

have private parts (CPE and first mile), but may or not share

a DSLAM, may or not be connected to the same aggregation

segment, etc.

Deriving the model of the actual network instance to be

managed means creating as many instances as necessary of the

network resources, as they are described in the generic model.

It also means structuring or connecting them in accordance

with the patterns allowed by the generic model. Such a

construction guarantees both the adequacy of the resulting

model with the standards, and allows one to fit a model to

a specific network, which is of great interest to track evolving

architectures. We call this process the self-modeling. This

task can indeed be automatised provided the management

framework provides tools to explore the network and reveal

its architecture. Such a ‘service,’ or this ‘reflectivity property’

of the network, is one of the essential functions one should

expect from a self-management framework, together with the

ability to query the managed elements in order to check some

of their state variables or to perform tests.

III. SELF-MODELING AS SUPPORT FOR FAULT

LOCALIZATION

A. Methodology

The complex dependency relations illustrated in the pre-

vious section naturally orient us to a formalization in terms

of Bayesian networks (BN), which are particularly suited to

represent both constraints and statistical dependencies.

The framework needs adaptations however, in several direc-

tions. Firstly, the managed network evolves in time and may

not be known entirely and in full details. So the BN used for

inference should be built on request, capturing the state of the

network, to answer a given diagnosis query. Secondly, not all

network resources are involved in the malfunction of say some

high level capability. So only part of the network should be

taken into account. Thirdly, this BN model construction should

be coupled with the inference engine. Users share some of the

network resources, therefore they carry information about their

state, which can be useful to the reasoning. So one must design

a dynamic construction of the BN modeling the network, or

equivalently a dynamic exploration of the network, to collect

more information and solve a given diagnosis query. Finally,

let us clarify what this diagnosis query means. Assuming some

network resource is observed as down (e.g. IP configuration

down for a specific UE), one has to discover the root cause of

this failure, which necessarily lies in the lower level resources

that are assembled to build the damaged one. This can be

understood as a state inference problem given the values

observed on other state variables. By extension, one could

imagine querying the state of all variables of a given type,

given some observations. This corresponds to a questions

like, for example, given access segment failure, what is the

probability that a non specified UE be not able to make

calls. This type of generic inference query is new in the BN

formalism, and is clearly an approach to perform fault impact

analysis.

Our approach to troubleshoot an observed malfunctioning

resource is based on the following methodology:

1) Find and/or assemble (at some level of abstraction) the

generic model (or generic BN) that describes the re-

sources used by the malfunctioning resource.

2) Locate the instance of this generic BN in the IMS network

instance, thus deriving a BN instance, that we call a

pattern.

3) Within the current BN (instance), feed the inference

engine with available observations to locate the faulty

resource.

4) If the collected observations are not sufficient, expand

the current BN by exploring other patterns (BN instances)

that share resources with the current BN. In this expanded

BN, collect the new available observations to improve

fault location.

5) Repeat the expansion until confidence in the explanation

becomes sufficient.

B. Example

To illustrate this methodology on a simple practical case,

suppose that we want to explain why the IP configuration

failed for the user Laurie in the network instance of Figure 2.

As shown by Figure 3, the IP configuration capability is broken

down into two successive stages, initiated by the UE.
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2. DHCP Discover
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4. DHCP Request
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6. NASS User profile request
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7. NASS User response
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8. Bind IP-Address answer
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9. DHCP Ack (IP address and P-CSCF address)
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Fig. 3. Sequence diagram of IP configuration using DHCP (procedural layer).
It consists in a dialog between the User Equipment (left) and functions of the
NASS (right).

In the functional layer, the chosen granularity of description

distinguishes a single resource denoted ‘NACF*’ that groups

the AMF, the NACF, the UAAF, the communication interface
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between AMF and NACF (int AMF-NACF) and the one

between NACF and UAAF (int NACF-UAAF). In the same

manner, the chosen granularity distinguishes a single resource

denoted ‘CLF*’ that groups the CLF, the A-RACF and the

communication interface (int CLF-A-RACF) between these

two functions. Details about the information flows displayed

in Figure 3 and their meaning can be found in [18].

Following the methodology described above, we first re-

trieve the generic model that describes the resources used by

the IP configuration capability (Fig. 4). This dependency graph

between resources encodes, for example, that the outcome of

the ‘IP configuration’ procedure demands that ‘Stage 1’ be

properly performed, which depends on the state of the interface

between the functions UE and ARF denoted here as ‘int UE-

ARF’, which in turn uses the communication channel between

the UE and the ARF, that is the first mile segment. In this

generic BN, the state variable ‘IP configuration’ is observable,

since one can easily test whether the UE obtained a correct

IP address.

Fig. 4. Generic BN for the IP configuration capability of a User Equipment.

As a second step, we locate among multiple instances of this

generic BN, the instance that refers to the user Laurie. This BN

instance is shown in Figure 5 where Laurie’s private resources

are displayed in orange. The state of the observable variable

‘IP configuration’ in the BN instance attached to Laurie is set

to ‘down,’ i.e. not functioning correctly.

Fig. 5. Laurie’s BN instance

Any node in Laurie’s BN instance can be an explanation for

the observed malfunction. The third step consists in collecting

the available observations on all these resources, and running

a BN inference, to try and locate the origin of the malfunction.

Note that not all resources may provide observable state

information and that some observations may not be fully

discriminant.

As a fourth step, one may decide to cross-check the possible

explanations discovered so far by querying other users that

share some resources with Laurie. For example, we choose

check the state of Jane’s IP configuration. Thus, we extend the

scope of the BN under study (Laurie’s BN instance) by adding

Jane’s BN instance. Figure 6 shows the extended BN, which

now incorporate more observable variables. Suppose that the

state of Jane’s IP configuration is ‘up,’ functioning correctly.

This observation implies that all the resources Laurie shares

with Jane are working properly (which would reveal a BN

inference on this extended BN). As a consequence, the set of

possible faulty resources in Laurie’s BN instance is reduced

to the subset of resources that are not shared with Jane.

Fig. 6. Jane’s BN instance is added; her private resources are represented
in blue.

This process can be iterated (point 5): one may query

another user, provided he/she shares resources with either

Laurie or Jane. But the choice of the user to query should

depend on how informative the new observations will be

to locate the faulty resource that caused Laurie’s problem.

If we choose to query Alice, who has more resources in

common with Laurie than Jane has, the current BN must

again be extended to incorporate Alice’s BN instance of the

IP configuration generic model. Figure 7 shows the extended

BN (due to space limitation Jane’s private resources are not

displayed). Suppose that Alice’s IP configuration is ‘up.’ This

observation implies that all the resources Laurie shares with

Alice are functioning. Once more, the set of possible faulty

resources in Laurie’s BN instance is reduced to the subset

of resources that are not shared with Alice or Jane. By

contrast, suppose that Alice’s IP configuration is ‘down.’ This

observation increases our confidence in the state ‘down’ for

the resources in Laurie’s BN instance that are shared with

Alice, and not shared with Jane. The cause of Laurie’s IP

configuration failure is likely to be found among these shared

resources.

Fig. 7. Alice’s BN instance is added; her private resources are represented
in green. Jane’s private resources are not shown.

IV. REASONING WITH GENERIC BAYESIAN NETWORKS

The previous sections demonstrated how the network re-

sources depend on each other, forming a huge dependency

graph. This graph can be modeled as a Bayesian network

where many parts are isomorphic. We formalize here its

construction and explains how to perform inference over it.
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A. Formalization

Definition 1. A Bayesian network (BN) X = (V,E,PX) is

formed of a finite DAG G = (V,E), with V as vertex set and

E ⊆ V × V as edge set, and a collection of random variables

(Xv)v∈V indexed by V and with probability distribution PX .

Denoting •v = {u ∈ V : (u, v) ∈ E} the parents of node

v ∈ V in the DAG (V,E), the distribution of X factorizes as

PX = ⊗v∈V PXv|X•v
, where XU = (Xu, u ∈ U) denotes a

vector of random variables, U ⊆ V .

As usual, a morphim φ : G1 → G2 between DAGs

Gi = (Vi, Ei) is a partial function from V1 to V2 preserving

the edges: ∀u, v ∈ Dom(φ) = V ′
1

⊆ V1, (u, v) ∈ E1 ⇔
(φ(u), φ(v)) ∈ E2. φ is said to be an insertion of G2 into

G1 iff φ restricted to its domain is bijective, i.e. φ|V ′

1
is an

isomorphism between G1|V ′

1
= (V ′

1
, E1 ∩ V ′

1
× V ′

1
) and G2.

Definition 2. A Generic Bayesian network (GBN) is a finite

collection of ordinary BNs (W k)1≤k≤K , where each BN

W k = (Vk, Ek,PWk) is also called a pattern. An instance

X = (V,E,PX , (φk,i)k≤K, i∈Ik) of this GBN is a standard

BN (V,E,PX) where

1) each φk,i is an insertion of pattern (Vk, Ek) into (V,E),
and the DAG (V,E) is covered by such pattern instances:

V = ∪k,i Dom(φk,i), ∀(u, v) ∈ E, ∃φk,i : u, v ∈
Dom(φk,i).

2) probability PX is inherited from patterns Wk through the

insertion morphisms (φk,i)k≤K, i∈Ik : ∀v ∈ V , one has

a) if •v = ∅, then ∀k, i : φk,i(v) = u ⇒ PXv
≡ PWk

u

b) if •v �= ∅, then ∀k, i : φk,i(v) = u, •v∩Dom(φk,i) �=
∅ ⇒ •v ⊆ Dom(φk,i), PXv|X•v

≡ PWk
u
|Wk

•u

In other words, to build X one takes many copies of

the different patterns W k, and aggregates them by sharing

some of the random variables. To ensure consistency of this

construction, each variable Xv appearing in several pattern

instances must be defined by the same conditional probability.

Fig. 8 gives an example of a GBN with a single pattern of five

variables, and an instance of this GBN with six copies of the

pattern, overlapping in different ways. Observe that a given

variable may play different ‘roles’ according to the pattern

instance where it is considered.

s

E

A B C

D

X

Fig. 8. A GBN (left) with a single pattern, and an instance of this GBN
(right) with six overlapping instances of this pattern.

Fault localization in a GBN instance can be translated into

a standard BN inference as follows. Assume some variable,

for example Xs in Fig. 8, is declared/observed as faulty. This

resource Xs depends on other resources, namely X••s where
••s denotes all the ancestors of node s. Either the failure of Xs

is spontaneous, or it results from a fault propagation pattern in

X••s. The objective is thus to estimate the value of XZ , with

Z = ••s∪{s} (in gray in Fig. 8). Alternatively, one can build

a root-cause localizer L, as a function of XZ that constrains

the presence of a single root-cause within XZ . The objective

is then to estimate the value of L.

There exist observable variables within (or directly attached

to) XZ , in particular the observation indicating the faulty value

of Xs. Let us denote by Y0 = y0 this observed vector. The

conditional law PXZ |Y0=y0
gives a first information of what

caused the failure of Xs: by maximum likelihood estimation,

one gets an explanation (i.e. a fault propagation scheme) as

the value X̂Z = arg maxx PXZ |Y0=y0
(x). How reliable this

explanation is can be determined by computing the conditional

entropy of XZ given Y0 = y0 :

H(XZ |Y0 = y0) =
∑

x

−PXZ |Y0=y0
(x) · log

2
PXZ |Y0=y0

(x)

A large conditional entropy means that the observations Y0 =
y0 are insufficient to discriminate among several explanations.

One may therefore seek to collect more observations in order

to increase more information about XZ , that is reduce the

conditional entropy: the closer to zero, the most reliable the

estimation of XZ . The idea is the to explore a larger area of

the BN instance in order to collect more observations, just like

in the example of the previous section. From the explored set

of nodes U0 = Z one thus goes to U1 ⊇ U0 such that U1

is closed for the ancestor relation: •U1 ⊆ U1. This defines

a new set of observations Y1 = y1, from which X̂Z can be

estimated provided H(XZ |Y0 = y0, Y1 = y1) is small enough.

Otherwise one proceeds to another extension.

Referring to Fig. 8, one may extend the explored part of

the BN instance to capture observations in either the green

pattern instance, or those in the magenta one. Let us denote

Y1 and Y2 these two possible sets of observations. The most

informative one is obtained by comparing H(XZ |Y0 = y0, Y1)
to H(XZ |Y0 = y0, Y2): the smaller one wins, which selects the

set of observations that is the most informative on the average.

This is computed beforehand, without querying/testing the

actual value of the selected Yi. Assume Y1 was the most

promising set of measurements, this defines the new area U1

taken into account in the BN instance, where one may collect

the observed value Y1 = y1. After standard inference, this

yields the new posterior distribution PXZ |Y0=y0,Y1=y1
and thus

the conditional entropy H(XZ |Y0 = y0, Y1 = y1). Notice that

H(XZ |Y0 = y0, Y1 = y1) may actually be either smaller or

larger than the averaged value H(XZ |Y0 = y0, Y1) used to

determine the most promising set of observations.

The introduction of new measurements proceeds until ei-

ther the conditional entropy is small enough, or no more

observations are available. Notice that by construction of BN,

the exploration is necessarily performed by exploring pattern

instances that share variables with the explored section of the

BN.

B. Experimental results

To demonstrate the relevance of the above exploration

strategy, we have performed tests on a large tree-shaped GBN
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instance. The (unique) pattern corresponds to Fig. 8 where

variables XD and XE are observable. The instance is depicted

in Fig. 9, where each vertex represents a pattern instance

(thus 5 variables). Two connected pattern instances overlap

by 1, 2 or 3 of the {A,B,C} nodes, which is reflected by

the thickness of the edge relating these patterns. In pattern

(instance) X1, variables X1,A, X1,B , X1,C are (independent)

uniform binary variables. In all other patterns Xi, i > 1, the

newly created variables Xi,A, Xi,B or Xi,C have distribution

(p, 1 − p) with p = 0.9, in order to guarantee long-range

correlation between patterns in the net of Fig. 9. In pattern

Xi, the observations Yi correspond to variables Xi,D, Xi,E . D

is more sensitive to a failure of B than to a failure of A, and

similarly E reacts more to C than to B. Both sensors have a

misdetection rate and a false alarm rate of 5%.

22
6

13

14

11

12

20

19

9

17

8

18

3

7

15

5 21

1

16

4

2
10

Fig. 9. A GBN instance with 22 pattern instances. The thickness (and length)
of the line relating two patterns reflects the number of shared variables. To
estimate the central pattern X1, observations are introduced by zones, starting
by the dark zones first and progressing towards the pale ones.

The experiment consists in drawing a random sample of the

process described by this GBN instance, and in computing the

conditional distribution PX1|YU=yU
of the central pattern given

a growing set U of measurements. The measurement set starts

from U = {1} up to U = {1, 2, ..., 22}. In between, the most

informative measurement is incorporated at each step. For each

sample, the evolution of H(X1|YU = yU ) was computed.

The experiment was conducted one thousand times. On the

average, one observes that H(X1|YU = yU ) does decrease

(Fig. 10), and quickly converges. However, for a given sample,

this curve may not always decrease, as mentioned above: even

if an observable node is very informative on the average, its

actual observed sample may lead to a revision of the current

assumptions, thus increasing temporarily the uncertainty.

More interestingly, we have performed rank statistics on the

way measurements are introduced. On the average, the best

order appears to be 1, 3, 4, 2, 7, 10, 8, 9, 21, 22, 17, 6, 16,

5, 13, 15, 20, 18, 19, 12, 14, 11, which is reflected by the

growing zones around X1 in Fig. 9. Strongly coupled patterns

tend to be favored, but not always.

V. CONCLUSION

Model-based techniques are the key to an ambitious and

autonomous management of network malfunctions. They are

adaptable to network instances, offer accurate and wide range

reasoning techniques, suggest methods to analyse the impact

of failures and can go as far as suggesting the best mitigation

actions. Their Achilles’ heel is the derivation of an accurate
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Fig. 10. Average evolution of the conditional entropy of the central pattern
X1 as the number of observations increases.

model of the managed network. We proposed a self-modeling

principle that limits the burden of model construction to the

design of generic patterns of the model, exploiting knowledge

available in the standards. The actual model matching a

given network instance is then built by connecting as many

copies/instances as necessary of these generic patterns, in order

to reproduce the dependency structure between the resources

deployed in this network instance.

We proposed a formalism based on a notion of generic

Bayesian network: a BN composed of many copies of a few

patterns. Even if the model instance is large, one only needs

to explore part of it to explain/diagnose some local observa-

tion, since variables located far away carry little information

about the observed malfunction. ‘How much information’ can

actually be fully determined and inserted in the reasoning.

This formalism is not yet complete however, since it does not

yet capture the intrinsic hierarchical construction of networks,

that is the fact that a network segment generally decomposes

into a structure of smaller sub-segments, and recursively. Such

generic and multi-resolution BN do not exist yet, but seem

crucial to network management. Other new and exciting re-

search directions are opened by this approach, for example the

simultaneous or successive processing of multiple diagnosis

requests. Another one is the distribution of the reasoning to

capture the fact that network segments are generally managed

by different operational units. Finally, impact analysis can be

performed by checking the influence of a given malfunction

of all variables of a given type in a given generic pattern of

the BN.

The next step of this work will of course be to demonstrate

the relevance of this approach on typical failure scenarios in

a realistic IMS architecture.
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